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ABSTRACT. Economists often use models estimated on data from a particular domain to make pre-
dictions in another. We provide a tractable formulation for this “out-of-domain” prediction problem
and define the transfer error of a model based on its performance in a new domain. We derive finite-
sample forecast intervals that are guaranteed to cover realized transfer errors with a user-selected
probability when domains are i.i.d. We apply these intervals in an application to compare the trans-
ferability of economic models and black box algorithms, finding that black box algorithms outper-

form economic models for prediction within a domain, but generalize more poorly across domains.
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1.INTRODUCTION

Economic models estimated on data from one context are often used to guide predictions and
policy in a range of other contexts. For example, a model of information diffusion estimated on
data of microfinance takeup in one Indian village may be used to guide policy decisions about
the seeding of microfinance in another village, and a model of risk preferences estimated on
willingness-to-pay data for certain lotteries may be used to predict willingness-to-pay for new
lotteries. How can the generalizability of a model to new settings be assessed and predicted?

The generalizability of models is a classic concern in economics (Haavelmol [1944; Chassang and
Kapon, [2022; DellaVigna and Pope, [2019), but has a new importance due to the increased popularity
of “black-box” machine learning prediction methods. Machine learning methods have been shown
to out-predict economic models (Hartford et al., 2016; |Plonsky et al., 2019; Hofman et al.; 2021)) and
identify new interpretable regularities that existing models do not capture (Fudenberg and Liang}
2019; Peterson et al., 2021; |Ludwig and Mullainathan, |2023)). At the same time, many believe that
structured economic models capture regularities that generalize well across domains, and are more
reliable for making predictions in new contexts (Coveney et al.; 2016; |Athey} 2017; Beery et al.
2018; Manski, 2021). Whether economic models in fact generalize better is an empirical question.

Our paper’s contribution is twofold. First, we provide a tractable approach for evaluating
cross-domain transfer performance based on techniques that generalize conformal inference (e.g.
Vovk et al., 2005; Barber et al., 2021; |/Angelopoulos et al., 2022). In our statistical model, behavior
in different economic contexts is governed by different distributions, which are themselves drawn
i.i.d. from a fixed but unknown meta distribution[] Under this assumption, we derive finite-sample
forecast intervals for a large class of measures of transfer performance; these intervals can be used
to evaluate economic models, regression models, and black box algorithms alike[] Second, we use
these forecast intervals to compare the generalizability of economic models and black box machine
learning methods in a specific economic application (predicting certainty equivalents for lotteries)
and find that economic models generalize better.

Our conceptual framework, described in Section [2] is an extension of the familiar notion of “out-of-

sample” evaluation to “out-of-domain” evaluation. In the standard out-of-sample test, a model’s free

1Section and Appendix relax the i.i.d. assumption.

2 We use the term “forecast interval,” rather than “confidence interval,” to reflect the random nature of the target,
namely the realized (rather than expected, median, etc.) transfer error, but they can also be viewed as confidence
intervals for these random targets.



parameters are estimated on a training sample, and the predictions of the estimated model are evalu-
ated on a test sample, where the observations in the training and test samples are disjoint but drawn
from the same distribution. We depart from this framework by supposing that the distribution of the
data varies across a set of “domains,” where these domain-specific distributions are drawn i.i.d. from
a meta-distribution. As Section [2]explains, our results apply to a large class of measures for the trans-
ferability for a model, which we call transfer errors. Transfer errors can be used to evaluate the per-
formance of many common empirical techniques, including using a model that is trained on a sample
from one domain to predict in a sample from an as-yet unobserved domain, and asking whether a
qualitative prediction based on estimated parameters from one sample will generalize to another.

Section |3| shows how to construct forecast intervals with guaranteed coverage probability for any
transfer error, using a meta-data set of samples from already observed domains. Our approach
is to split the observed domains in the meta-data set into training and test domains, estimate the
parameters of the model on the samples from the training domains, and evaluate its transfer error
on each of the test domains. Pooling these transfer errors across different choices of training and
test domains yields an empirical distribution of transfer errors. We show that for every quantile
7, the interval bounded by the 7-th and (1—7)-th quantiles of the pooled transfer error is a valid
forecast interval for the transfer error on a new, unseen domain (up to a finite-sample correction).
We also relax the i.i.d. sampling assumption, deriving a modified procedure for cases where the
distributions in training domains are drawn i.i.d. from one distribution, while the distribution in
the target domain is drawn from another. Both procedures (and all other methods described in
this paper) are implemented in an R package (transferUQ), available on Githubﬂ

Section {4 applies these procedures to compare the transferability of economic models and black
box algorithms in a classic economic problem: predicting certainty equivalents for binary lotteries.
The samples correspond to observations from different subject pools, so a model’s transfer error
describes how well it predicts outcomes in one subject pool when estimated on data from another.
We evaluate two models of risk preferences, expected utility and cumulative prospect theory, and
two popular black box machine learning algorithms, random forest and kernel regression. We
find that although the black box algorithms outperform the economic models out-of-sample when
trained and tested on data from the same domain, the economic models generalize more reliably

across domains. Specifically, while the forecast intervals for the black box algorithms and economic

Ihttps://github.com/lihualei71 /transferUQ)
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models overlap, the forecast intervals for the black box methods are wider, and their upper bounds
are substantially higher.

Why do the black boxes perform worse at transfer prediction in this setting? A natural
explanation, based on intuition from conventional out-of-sample testing, is that black boxes are
very flexible and hence learn idiosyncratic details that do not generalize across subject pools. But
when we restrict the analysis to a subset of samples involving the same set of lotteries, the resulting
forecast intervals are nearly identical across all of the prediction methods. This tells us that black
box methods do not always transfer worse. Instead, black boxes seem to transfer worse when the
primary source of variation across samples is a shift in the marginal distribution over features (i.e.,
which lotteries appear in the sample), rather than a shift in the distribution of outcomes conditional
on features (i.e., the distribution of certainty equivalents given fixed lotteries). We find further
evidence for this when we consider an alternative definition of the domains, where the transfer
task corresponds to training on some lotteries and predicting for others. Here the improvement of
the transfer performance of economic models over black box algorithms is even larger than in our
main analysis. Taken together, these results suggest that the crucial difference between economic
models of risk preferences and black box algorithms is not that one is more flexible than the other,

but rather that economic models do a better job of relating behavior across lotteries.

1.1. Related Literature. Although our results apply for a broad class of definitions of transfer
error, our primary motivation is evaluating how well an economic model estimated on data from
one domain predicts in another. Hofman et al. (2021) gives an in-depth argument for why this
important, calling for more work on the question “how well does a predictive model fit to one data
distribution generalize to another?” for social science models. This is exactly what we consider.
Predictive accuracy is not the only criterion that matters for evaluating models, but it has a
central role in experimental economics. As discussed by |Harless and Camerer| (1994)), the poor
predictive performance of expected utility theory was a primary motivation for the development
of alternative models in behavioral economics, and both Harless and Camerer| (1994)) and |Hey!
and Orme, (1994) provide early assessments of alternative theories on the basis of predictive
performance. More recently, several papers have evaluated how well the predictions of economic
models transfer across domains. For example, Kiilpmann and Kuzmics (2022) estimates various
game-theoretic models on 2 x 2 normal-form games and evaluates their predictive performance
on 3 x 3 normal-form games; [Natenzon| (2019) estimates discrete choice models on data for four
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choice menus and evaluates their predictive performance on a fifth menu; and Fudenberg and
Karreskog Rehbinder| (2024)) evaluates the cross-domain predictive accuracy of models of how
players learn in the infinitely-repeated prisoner’s dilemma, where the domains are various sets
of payoff matrices for the stage game. This paper provides a general framework that nests these
transfer problems, and formal statistical results for assessing transfer performance.

Our comparison of economic models and black box algorithms joins a small but growing body
of work comparing the value of these methods (Athey and Imbens, 2016; Fudenberg and Liang
2019; |Agrawal et al. [2020). Several recently published papers compare the predictive performance
of black box algorithms with that of more structured economic models in out-of-sample tests,
where the training and testing data are drawn from the same domain (Peysakhovich and Naecker,
2017; Noti et al., 2016; Plonsky et al., 2019; Camerer et al., 2019; Fudenberg and Liang, 2019;
Hirasawa et al., 2022; Hsieh et al., 2023)). In contrast, our paper compares economic models and
black box algorithms from the perspective of transfer prediction. We find that although black
box methods are often very effective given a large quantity of data from the domain of interest,
they may be less effective at transferring predictions across domainsﬁ

Finally, our theoretical framework and results lie at the intersection of several literatures in
economics, computer science, and statistics. These literatures consider several related but distinct
tasks: synthesizing evidence across different domains, improving the quality of extrapolation from
one domain to another, and quantifying the extent to which insights from one domain generalize
to another. Our results are most closely related to this third strand.

The first objective, synthesizing results across different domains, is a particular focus of the
literature on meta-analysis (Card and Krueger, 1995; DellaVigna and Pope, |2019; |Bandiera et al.,
2021; Imai et al 2020; Vivalt, |2020). Our goal is instead to assess the cross-domain forecast
accuracy of a model. These problems are related, and [Meager| (2019) and |[Meager| (2022) in
particular provide posterior predictive intervals for new domains in the context they consider.
Unlike our approach, the predictive intervals reported in those papers are valid only under a

parametric model for the distribution of effects across domains.

4At a high level, this is similar to |Gechter et al| (2019)’s finding that structural models deliver better policy
recommendations for new contexts than black box methods do.
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There is also a large literature that aims to extrapolate results from one domain to another.
Within computer science, the literature on domain generalization (Blanchard et al.[|2011) and [Muan-
det et al.|2013) develops models that generalize well to new unseen domains (Zhou et al.,|2021)). Sim-
ilarly, several papers within economics (e.g., Hotz et al. 2005/ and Dehejia et al.[2021) use knowledge
about the distribution of covariates to extrapolate out-of-domain. Our focus is not on developing
new models or algorithms with good out-of-domain guarantees, but rather on developing forecast
intervals for the out-of-domain performance of models and algorithms that are used in practice.

Finally, the literature on external validity studies the extent to which results obtained in one
domain hold more generally. This paper does not focus on the generalizability of insights from
randomized control trials (e.g. |[Deaton) 2010; Imbens, 2010; |DellaVigna and Linos, [2020)) or labora-
tory experiments (e.g. Levitt and List, 2007; Al-Ubaydli and List| [2015)), but instead on a model’s
generalizability across exchangeable domainsE] Our use of exchangeability to construct bounds
extends work on conformal inference (e.g. Vovk et al., |2005; Barber et al. 2021; |Angelopoulos
et al. [2022) by replacing the assumption of exchangeable observations with that of exchangeable
domainsfi Section relaxes this assumption; our results there connect to the literature on

sensitivity analysis (e.g. Rosenbaum), 2005; Aronow and Lee, 2013; Andrews and Oster, [2019).

2. FRAMEWORK

Consider a fixed procedure for extrapolating predictions across domains, e.g., estimating a struc-
tural economic model on data from one domain and using the estimated model to make predictions
in another. We adopt the perspective of an external analyst who wants to evaluate the effectiveness
of this procedure, using data from multiple domains. The analyst is not focused on extrapolation
from one specific domain to another (e.g., from an American dataset to a German dataset), but
would rather like to understand whether the procedure generally performs well across a class of
transfer tasks (e.g., extrapolating across countries). To this end, the analyst evaluates transfer error
from an ex-ante perspective without knowing which domains are used to estimate and evaluate the
model. The analyst seeks to construct forecast intervals for the procedure’s error when transferring

from a (random) set of training domains to a new (random) target domain. This speaks to the

5 Another set of papers study the generalizability of instrumental variables estimates (e.g. |/Angrist and Ferndndez-Vall
2013; Bertanha and Imbens| 2020) and causal effects (e.g. [Pear]l and Bareinboim, 2014; Park et al., |2023).

®This also differentiates our work from the out-of-distribution prediction literature in computer science (Shen et al.,
2021)), which bounds expected transfer error when the test and training distributions are close.
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question of whether one procedure for extrapolation (such as transferring an estimated economic
model) generally performs better than another (such as transferring a trained black box algorithm).

This section proceeds as follows: Section formalizes the extrapolation procedure that the
analyst would like to evaluate, and a large class of measures for the procedure’s transfer error.
Section describes the analyst’s problem, and in particular the statistical assumption that
permits the analyst to construct forecast intervals for these transfer errors. Section defines

these intervals, and Section |3| proves that these are in fact valid forecast intervals.

2.1. Transfer errors. Let X be a set of covariate vectors and Y be a set of outcomes. An
observation is a pair (z,y) € X x Y, and a sample is a set of observations S = {(z;,y;)}7,. We

consider samples S; indexed to domains d=1,2,..., such as in the following examples:

Ezxample 1 (Different Subject Pools). Each sample S; corresponds to data observed for subjects
from a given subject pool, where the subject pools possibly differ in their demographic charac-
teristics. For example, S; may contain data from Caltech undergraduates, while S, contains data

from a representative Prolific subject pool.

Ezxample 2 (Different Choice Frames). Each sample Sy corresponds to data collected under a partic-
ular framing of choice questions. For example, S7 might contain the reported certainty equivalents

for compound lotteries, and Sy the reported certainty equivalents for equivalent simple lotteries.

Ezample 3 (Different Choice Menus). There is a finite set of goods ay,as,...,a,,, and each sample
Sq includes observed choices from a different subset of available goods. For example, S; might

contain all choices from binary menus and S5 all choices from those menus that include a;.

For now we take these samples as given; Section lays out the underlying statistical model for
how these samples are generated, which we will use to prove our results.

A researcher observes samples from some set of training domains d €T, and uses these samples
S7=(S4)aer to make predictions in a new (yet unseen) target domain d*. We will refer to Sy
as the training samples and to Sy« as the target sample.

The number of training domains r=|7| is a parameter of the research procedure, and should
reflect what is done in practice. In economics, it is common to transfer quantitative conclusions
from a single domain to another, e.g., for parameter calibration in structural models (Greenwood
et al [1997; [McKay et al., 2016; Oswald, 2019) and extrapolation of treatment effect estimates
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beyond the experimental population (Mogstad and Torgovitsky, 2018; [Tipton and Olsen, [2018;
Cattaneo et al., 2021; |Maeba, 2022). In this case r =1, and the relevant question is whether
extrapolating from one sample leads to good predictions in the new domain. If instead data is
gathered from r >1 different domains and the observations are aggregated and used to estimate a
model (as in the meta-analyses of Meager||2019} 2022), the relevant question may be how well the
estimated model on the aggregated data generalizes to a new domain, and r>1 is appropriate.

We will be interested in a large class of measures for transfer performance.

Definition 1. A transfer error is any quantity er 4« that can be written as a function of the

training data S, the target sample Sy, and potentially an independent noise variable.

Our leading examples are transfer errors that measure how well a fixed model or algorithm
transfers across domains. That is, suppose the training samples S are used to select a prediction
rule fs,: X —Y, e.g., by estimating a parametric model or by fitting a black box algorithmﬂ The

accuracy of the prediction rule is evaluated using a loss function ¢: )Y xY —R, , where

> U f(@)y)

(z,y)eS

1

e(£.5)= 15

denotes the average loss when using f to predict y given x for observations (z,y) € S. One

specification of a transfer error is then

eT,d*:e(fSTﬂ‘Sd*) (1)

i.e., the raw error of the model when it is estimated on the training samples and used to predict

outcomes in the target sample.

Ezxample 4 (Transferring Models of Risk Preferences). The covariates X describe different lot-
teries, i.e., each covariate vector x includes a description of (say) two possible prizes and their
corresponding probabilities. The outcome y is the average willingness-to-pay for this lottery. A
firm acquires willingness-to-pay data from consumers in Illinois for a given set of lotteries, and
uses this data to estimate a model of risk preferences, e.g., estimating parameter values for an

Expected Utility model with CRRA preferences. The firm then uses this estimated model to

"That is, let S denote the set of all finite sets of finite samples, and let Y be the set of all prediction rules. Then
a “model” is a mapping p:S— A(Y?Y) and we write fs=p(S7) for the realized prediction rule.
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predict willingness-to-pay from consumers in California for a different set of lotteries. The measure

in assesses the accuracy of those predictions.

Any normalization of equation with respect to a function of the target sample is also a
transfer error. For example, we might normalize with respect to the in-sample error of the

model when trained on the target sample,

6’]_" 1: e(fST7Sn+1)
m e(f5n+1 7Sn+1)

This quantity reveals how much less accurate the model is than if it had been directly trained

(2)

on the target sample.

Ezxample 5 (The Value of Re-Estimating Diffusion Models). The covariates X’ describes the network
of relationships across households in a village, and the identity of households which are seeded
with information about a microfinance program. The outcome y is the average takeup rate of the
program across households. A development economist observes the takeup decisions in a single
village in India following an experiment in which certain households are seeded with information
about the program. The economist uses this data to estimate a structural model of information
diffusion, and then predicts the average takeup rate in a new village using the estimated model.
The transfer error in assesses how much less accurate this prediction is compared to if the

economist could re-estimate the structural model on data from this new village.

Although we focus on the transfer errors defined in and , Definition (1| is substantially
broader. Appendix [P] describes several other specifications of transfer errors, including the stability

of parameters and errors in counterfactual predictions.

2.2. The analyst’s problem. We now consider the perspective of an external analyst, who
would like to evaluate the transfer guarantees of the procedure described above. Rather than
assessing the transfer error e 4« for a specific set of training domains 7 and target domain d*,
the analyst considers a random version of this quantity, where the samples used for training and
evaluation of the model are not yet known. In Example [d] this corresponds to an analyst who
is interested in how well the CRRA model transfers across arbitrary locations, as opposed to from

one specific location to another.



Formally, the analyst has access to metadata consisting of n samples
M={54,...,54,---Sn }.

We assume that n>r; that is, the analyst can collect a larger number of samples than were used
by the researcher. In the analyst’s statistical model, the samples Si,5,... are generated in the

following way:

Assumption 1 (Statistical Model). There is a fized (but unknown) meta-distribution p€ A(P xN)
over joint distributions P =A(X x)) and sample sizes N, where each sample Sy is generated
by first drawing a distribution and sample size (Py,mq) ~ i, and then independently drawing mq

observations (z,y) from Pyf]

In Examples this assumption implies that (from the analyst’s perspective) the subject pools,
choice frames, or choice menus differentiating the samples are themselves drawn i.i.d. from a fixed
distribution. Assumption [1|is standard in conformal inference (Vovk et al., 2005)), permutation
testing [Romano| (1990), and randomization inference (Ritzwoller et al., 2024), and can also be
understood as a version of cluster sampling (Liang and Zeger, 1986; Bugni et al.| 2023)E| In contrast,
the literature on external validity (see Section instead typically assumes that the distributions
governing behavior in different domains are close in some distance metric (Adjaho and Christensen,
2023)), share a common support over X or ) (Sahoo et al., 2022; |Lei et al.; 2023)), or can be estimated
using background covariates (Tipton and Olsen, 2018)). Relative to these assumptions, our approach
has the advantage of allowing for arbitrary and unknown relationships between the realized distribu-
tions governing domains, but it rules out ex-ante predictable patterns in how the joint distribution
varies across samples (such as time trends). In Section we extend our main results to the case
where the test samples have a different distribution than the training samples. Appendix[R.1]further
extends our results to a model in which even the training samples are non-identically distributed.

The analyst models the researcher’s set T of r training domains as drawn uniformly over all
subsets of {1,...,n} of size r. We use T to mean the random variable whose realization is T, so
that St = (54)aeT is the researcher’s (random) vector of training samples. The target domain
(on which predictions will be made) is a final sample S,,, 1, which, unlike the metadata, is not

8All of our results extend unchanged if samples from the different domains are ex-ante exchangeable.

9f framed in this way, the analyst’s goal is to do predictive inference for new clusters. When p assigns probability
1 to a single distribution in p € P or when pu assigns probability 1 to m =1, this reduces to i.i.d. sampling of
observations from a fixed joint distribution, but our focus is on settings where neither of these is the case.
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target sample

(unobserved)
S So e S, Sn+1
\ - 7
N
metadata
(observed)

|

index set T is drawn uniformly over all subsets of
{1,...,n} of size r <n

predict

St = (S4)deT are the training samples

|

estimate the model on St

FIGURE 1. This figure depicts the transfer error et n41 as defined according to . It measures
the prediction error of a model estimated on the samples St and evaluated on the sample Sy 1,
where St consists of r random training samples from the metadata, and S,41 is an unobserved
sample from a new domain.

observed by the analyst. The quantity of interest is et 1, i.e., the random transfer error when
the researcher extrapolates predictions from St to S,11. Figure|l| depicts this transfer error for
the model transfer specification of .

The analyst’s goal is to develop forecast intervals for the transfer error et 1, i.e., interval-valued
functions of the meta-data M which cover er,; with the prescribed probability, regardless of

the distribution 1 that governs samples across domains.

2.3. Our procedure. The analyst does not observe the target sample 5,1, but (thanks to
Assumption [1)) can employ the observed samples in the metadata as surrogates for the unseen
target sample. As before, let e%d denote the (observed) transfer error from any selection of training
samples 7 C{1,...,n} to any surrogate target sample d€{1,...n}\T from the metadata (where
we now make the dependence of this quantity on M explicit). We use T,.1,, to denote the set

of 5 unique pairs (T,d) that can be constructed in this way. Then

!
(n—r—1

FM:M Z 5m (3)

n! T.d
('T,d)G’]TTJan
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is the empirical distribution of transfer errors in the pooled sample {el\T/fd (T,d) e Tr+1,n} as we vary
which samples in the metadata are used for training and testing. (Throughout ¢ denotes the Dirac
measure). In the case where r=1, so that a single sample is used for training, the observed transfer

errors can be represented as a matrix as depicted in Figure 2, and Fj is their empirical distribution.

test
) 1 2 n—1 n
train
1 - €1,2 €1,n-1 €in
2 6211 —
n—1 : - en-1n
n €n1 B -

FIGURE 2. eqq is the transfer error from sample Sq to Sg .

Definition 2 (Upper and Lower Quantiles). For any distribution P let Q. (P)=inf{b: P((—o0,b]) >
7} and @ _(P)=sup{b: P([b,00)) >1—7} denote the upper and lower Tth quantiles, respectively.

These quantiles coincide for continuously distributed variables with connected support.

Definition 3 (Quantiles of Fyr). For any 7€(0,1), let e =Q_(Fum) and eM=Q

Tth upper quantile and (1—7)th lower quantile of the empirical distribution of transfer errors in

(Fam) be the

1—71

the pooled sample.

Our forecast interval for the transfer error on the target sample is [eM,eM

~eV']; we show in the

subsequent section that this is a valid forecast interval.

3. THEORETICAL RESULTS

3.1. Main Results. We first prove that [eM,eM] is indeed a valid forecast interval. Since in many
applications only a limited number of domains will be observed, we consider only finite-sample

results in this paper.
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Proposition 1. For any 7€(0,1),

n—r
Plep i <eM)>7 — 4
(eT, +1>6€; >_T(n+1)’ (4)

and

n+1

Blegne € [MEM]) > (2r—1) <”‘7“>.

E/I] is a level-

Thus (—oo,élTV[] is a level—<T(:—J:)) one-sided forecast interval for ey 41, and [ngV[,é

((27’— 1) (Z:l")) forecast interval for e 1.

Parameter 7 influences the width of the forecast interval, where larger choices of 7 lead to wider
forecast intervals with higher confidence guarantees. Parameter r determines how many samples
in the meta-data are used for training versus testing. As discussed in Section [2.1} 7 is determined
by the the research procedure under evaluation['

The number of samples n and the sizes of these samples (mg)]_; enter into our result in different
ways: Increasing the number of observed domains n, holding fixed the distribution over sample sizes
within each domain, does not change the distribution of e, but instead allows this distribution
to be estimated more precisely. In contrast, increasing the number of observations per domain
changes the distribution of et and corresponds to the measurement of a different quantity. For
example, in the limit of infinitely many observations per sample, the error et 11 measures how well
the best predictor from the model class in the training domains transfers across domains, while if the
number of observations is small, e ,,4; measures how well an imperfectly estimated model transfers.

The next result shows that the guarantees in Proposition (1| are tight to O(1/n). We use T,

to denote the set of all vectors of length s that consist of distinct elements from {1,...,t}.

Claim 1. Assume that (€}';:(T,d) €T i141) almost surely has no ties. Then

— 1 —r)!
P(eT,n+1§é7M)§T<n 7‘) r+1  (n—r)

n+1 +n+1+(n+1)!'

and

B — +1  (n—r)!
P i M -M <(97—1 n—r r .
(ernnele’ ) <(r )(n—i—l [ TSRRCE]

To gain intuition for the intervals in Proposition [l fix a realization of the unordered set
{51,--s9n,9n+1}. Because all samples are exchangeable by assumption, the realization of er 41

10we expect that in general, larger choices of r will lead to lower but wider forecast intervals, since the model is
estimated on a larger quantity of data, but there are fewer samples with which to evaluate the performance of the
estimated model.
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(conditional on {S,}"*1) is a uniform draw from

{e¥d :(T.d) eT?‘-ﬁ-l,n—i—l}- (5)
If we let e denote the upper 7-th quantile of this empirical distribution, then by definition
P(ermia <er|{Sayity) > (6)

In the case r=1 where precisely one sample is used for training, the set of pooled errors is the
shaded cells in Figure [3| (either yellow or blue), and the inequality in @ says that the probability

that the value of a randomly drawn cell falls below the 7th upper quantile of cells is at least 7.

test
1 2 n-1 n n+1
train

1

2
n—1

n
n+1 €n+1n

FIGURE 3. Transfer errors when training on one domain (row) and testing on another (column,).

The analyst does not observe the target sample S,, 11, and so does not know €. We instead use
eM | the Tth upper quantile of the pooled sample of errors when transferring across samples in M,
to construct the forecast intervals. In Figure @, the probability that e, <eM is the probability
that the value of a randomly drawn shaded cell (yellow or blue) falls below the 7th quantile of

the yellow cells. By a straightforward counting argument,

+1 n—r
]P) <—M i 7"L+1 > n n e —_— .
(BT,nH_eT ’{Sl}zzl)—7_<r+1>/(7”+1 ! n+1

Applying the law of iterated expectations (with respect to the sample {S;}7") yields the one-sided
forecast interval in @ The proof for the two-sided forecast interval follows a similar logic but
is more involved, see Appendix for details.
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3.2. Relaxing the i.i.d. Assumption. Our results so far assume that the distributions governing
the different samples Sy are themselves independent and identically distributed. This assumption
is not always appropriate. For example, suppose variation in domains corresponds to variation over
locations, and the samples in the metadata (but not the target sample) are from experiments run at
locations chosen by experimenters. If there is selection bias over where experiments were run—for
example, if the observed sites were chosen based on characteristics correlated with effect sizes (as
Allcott, (2015) found in the Opower energy conservation experiments)—then it may be that the
the target sample has fundamentally different properties from anything that is observed in the
metadata. We thus now relax Assumption [I]to allow the distribution governing the training samples
and the distribution governing the target sample to be drawn from different meta-distributions.
(Appendix further extends Corollary (1| to also allow the training samples to be non-identically
distributed. We focus on this simpler version in the main text for ease of exposition.)
Specifically, suppose that the analyst’s metadata consists of samples 5i,...,5, ~jq it as in our
main model, but S, is independently drawn from some other density v. Let
v(S)
u(S)

denote their likelihood ratio. We initially assume this likelihood ratio is known by the analyst

w(S)=

(although v and p need not be), and subsequently consider weakenings of this assumption. As
before, et 41 is the transfer error when training on r samples drawn uniformly at random from

{S1,...,Sx }, and testing on S, 1.

3.2.1. The analyst knows the likelihood ratio w. We again construct a forecast interval for
ernt1 using the pooled sample of transfer errors across samples in the metadata, that is,
{el}/fd :(T,d) €Ty 41, }. Different from the previous section, we no longer assign uniform weights
to each ejl\{ld. Intuitively, under our previous i.i.d. assumption, each sample in the metadata was
equally representative of the training and target distributions, but in this relaxed model whether
a sample S, is more representative of the training or testing distribution depends on its relative
likelihood under v and pu.
A crucial quantity is the following:
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Definition 4. For every domain d€{1,....,n}, define

(n—r—1)!  w(Sy)
(n=1)8 3 w(S;)

To interpret this quantity, consider an alternative data-generating process for the metadata

Wq= (7)

where for some permutation 7 : {1,...,n} — {1,...,n}, the samples Srq),...,Sr(n-1) ~iig pt While
Srn)~v. Fix a realization of the metadata (5,...,5,), and suppose the analyst does not observe
the permutation 7. Let II denote the set of all permutations on {1,...,n}, and for any vector of

sample indices (t1,...,t,,d) let
O,y ={m€ll:(n(1),..7(r)) = (t1,....t;) and 7(n)=d}

denote the permutations that specify (t1,...,t,) for training and d as the target. Then conditional
on a realization of the metadata (S4,...,5,), the probability that (S;,)7_, are the training samples
and Sy is the test sample iﬂ

rctioy o (V) TEZ(SH6)) e,y (Sem)
S o (V( Se) 1T M(Sﬂ(j)>> > e (Se(m))

. (n—r—l)!-w(Sd) .
“ DLWy

This quantity depends only on the identity of the target sample d, and not on the identity of the

training samples t1,...,t,.. Finally, let

Fa= Y, Wadm

(T,d)ETTJan
be the weighted empirical distribution of transfer errors, where each sample d is weighted according

to W;. When the two meta-distributions o and v are identical as in our main model, then

Wy=(n—r—1)!/n! for every domain d, so the distribution Fy; is simply Fy as defined in ().

Definition 5 (Quantiles of Fyp). For any likelihood ratio w(-) and quantile 7 € (0,1), define

MY =Q, (Fyp) and M =Q, (Fgy) to be, respectively, the 7th upper quantile and (1—7)th

1—7

lower quantile of the weighted distribution of transfer errors in the pooled sample.

UThis is a special case of weighted exchangeability; see Tibshirani et al. (2019)). The results in this subsection
continues to hold if the domains are not independent but satisfy the weighted exchangeability condition, which is
more general but harder to interpret.
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Theorem 1. For any 7€ (0,1),

— 7.17 w S
P<6T,n+1§éy’w) 27-” "E Z:L+11 ( J)]7
o [20mw())
and
— 7.17 w S
P(eT,nHE [ﬁy’“,éy’“}) Z(ZT—l).n "E ZiH_ll ( J)]
o 2mw()

Furthermore, if (e%d:(T,d) E']I‘rﬂ,nﬂ) almost surely has no ties, then

((1 1) n—r (n—r)! maxk<nw(5k)) > iw(S)) ] |

noal Sw(S) ) YRS,

]P)(eT,n—i—l < é?“’“) <1-E

and

P(BT,n—f—l € [Qy’w,ég/[’w}) <1-E

<2(1 ) n—r (n—r)! maxkgnw(Sk)> Z’j:lw(sj) ]

ol S w(S) ) s |

This result strictly generalizes Proposition [1] and Claim |1} since when w(+) is the identity then

eMw =M and eM«=eM and the bounds in this theorem reduce to those given in Proposition

3.2.2. The analyst does not know w but can bound it. We can again extend our results when the
analyst does not know the likelihood ratio function w precisely, but knows that it admits an upper

and lower bound, as in sensitivity analysis (Rosenbaum), 2005).

Definition 6 (Bounded Likelihood-Ratios). For any I'>1, let W(I") be the class of density ratios
that satisfy w(S) €[, for all samples S.

Define the following worst case bounds for eM* and eM«:

M= sup &M, gM(F): inf M (8)

T weW(I) T weW(T) T

As shown in Appendix @ these quantities can be computed from data in O(n"*!) time.

Corollary 1. Suppose weW(T'). Then

P(em i1 <e¥(T) 27( n—r )

and
Plennn €D > r-1) (275 ).



3.2.3. The analyst knows nothing about w. Finally, we provide two ways for comparing the trans-
ferability of two models 2= 1,2 when the analyst cannot bound w. We do not provide formal
results about these orders, but show that they have bite in our subsequent application (see Section

. Let 1(T") and e+(I') denote the worst case bounds for model .

Definition 7 (Worst-Case Dominance). Say that model 1 worst-case-upper-dominates model 2
at the 7-th quantile if
e <edi(I) VIe[l,0).

That is, model 1 worst-case-upper-dominates model 2 at the 7-th quantile if for every I", the
worst-case upper bound for model 1 exceeds the worst-case for upper bound for model 2.

We can strengthen this comparison by requiring the upper bound of the forecast interval for
model 1 to be smaller than the upper bound of the forecast interval for model 2 pointwise for

each weW(T'), rather than simply comparing worst-case upper bounds.

Definition 8 (Everywhere Dominance). Say that model 1 everywhere-upper-dominates model 2
at the 7-th quantile if
e <er VI>1vweW(T).

Many decision rules will not be comparable under either of these definitions, but we show they

are empirically relevant in our application. The even stronger requirement that 611\7/[7’“ <

Mw -
€, s le,
that the upper bound of model 1’s forecast interval is smaller than the lower bound of model 2’s

forecast interval, is likely too stringent to be useful in practiceF_Z]

4. APPLICATION

To illustrate our methods, we evaluate the transferability of predictions of certainty equivalents
for binary lotteries, where the domains correspond to different subject pools (among other potential
differences). We focus on this application for several reasons: First, since it is one of the oldest
problems in microeconomics, there are many public data sources that we can use to construct
our metadata. Second, the associated economic models have been extensively examined from the
perspective of predictive performance (Harless and Camerer, [1994; [Hey and Orme, 1994; |Bruhin

et al., 2010; Bernheim and Sprenger, 2020), and recent work evaluates how well these models

2This stronger order has bite only when the transfer error for model 1 across “the most dissimilar” training and
testing domains is lower than the transfer error for model 2 for “the most similar” training and testing domains.
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predict relative to black box algorithms (Peysakhovich and Naecker, 2017; Plonsky et al., [2019;
Fudenberg et al., 2022). Finally, as [Einav et al. (2012) points out, given how models of risk
preferences are often used in practice, it is also important to evaluate how well they transfer across
domains. We thus view this application as a natural one with which to illustrate our methods.
Section [4.1] describes our metadata, and Section 4.2 describes the decision rules we consider.
Section conducts “within-domain” out-of-sample tests, where the training and test data are
drawn from the same domain. Section compares transfer performance across domains by

constructing forecast intervals for three different definitions of transfer error.

4.1. Data. Our metadata consists of samples of certainty equivalents from 44 subject pools, which
we treat as the domains. These data are drawn from 14 papers in experimental economics, with
twelve papers contributing one sample each, one paper contributing two, and a final paper (a
study of risk preferences across countries) contributing 30 samples. Our samples range in size
from 72 observations to 8906 observations, with an average of 2752.7 observations per samplem
Besides the difference in subject pools, these samples may differ in other details, such as whether
the lotteries were restricted to the gain domain. We convert all prizes to dollars using purchasing
power parity exchange rates (from (OECD)|2023) in the year of the paper’s publication

Within each sample, observations take the form (z1,22,p;y), where z; and 2y denote the possible
prizes of the lottery (and we adopt the convention that |z1| > |z5]), p is the probability of 21, and y is
the reported certainty equivalent by a given subject. Thus our feature space is X =R xR x [0,1], the
outcome space is =R, and a prediction rule is any mapping from binary lotteries into predictions
of the reported certainty equivalent. We use squared-error loss £(y,y) = (y—v/)? to evaluate the error
of the prediction, but for ease of interpretation we report results in terms of root-mean-squared error,
which puts the errors in the same units as the prizes@ Since different subjects report different cer-

tainty equivalents for the same lottery, the best achievable error is generally bounded away from zero.

4.2. Models and black boxes. We consider two parametric economic models of certainty

equivalents and two off-the-shelf black box algorithms.

130nline Appendix H describes our data sources in more detail.
14This transformation is possible because none of the results in this paper change if we redefine e(o,S) =

9(%2(“,) c Sﬁ(a(x),y)) for any function g. Root-mean-squared error corresponds to setting g(x) =+/z.
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Economic models. First we consider an expected utility agent with a CRRA utility function

parameterized by n>0 (henceforth EU). For n#1, define

2tn—1 :
Uﬁ('z) = (_1;171"_1 lf =
—T lf z<0

and for n=1, set v,(z) =In(z) for positive prizes and v,(z) = —In(—z) for negative prizes. For

each 17>0, define the prediction rule o, to be

077(21,22717) :U;1 (p'vn(zl)‘l'(l_p)'vn(zé))'

That is, the prediction rule o, maps each lottery into the predicted certainty equivalent for an
EU agent with utility function v,,.

Next we consider the set of prediction rules Y pr derived from the parametric form of Cumulative
Prospect Theory (CPT) first proposed by (Goldstein and Einhorn (1987) and Lattimore et al.
(1992). Fixing values for the model’s parameters (o, 3,d,7), each lottery (z1,29,p) is assigned a utility

w(p)v(z)+(1-w(p))v(z)

where
2% if z2>0
v(2)= 9)

—(—2)% if 2<0

is a value function for money, and

wp) = (10

p7+(1—p)
is a probability weighting function.

For each «,3,7,0, the prediction rule o, g,.s) is defined as

Olapad)(z122:0) =0 (w(p)o(z) +(1—w(p))v(z)).

That is, the prediction rule maps each lottery into the predicted certainty equivalent under CPT
with parameters («,3,7,0). Following the literature, we impose the restriction that the parameters
belong to the set ©={(a,5,7,0):,8,7€[0,1],0 >0}.

We also evaluate restricted specifications of CPT that have appeared elsewhere in the literature:

CPT with free parameters « and /3 (setting §=-y=1) describes an expected utility decision-maker
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whose utility function is as given in (9); CPT with free parameters «, 3 and 7 (setting § =1)
is the specification used in Karmarkar| (1978)); and CPT with free parameters ¢ and v (setting
a=[(=1) describes a risk-neutral CPT agent whose utility function over money is u(z) =z but
who exhibits nonlinear probability weighting. Additionally, we include CPT with the single free
parameter ~y (setting « = =09 = 1), which |[Fudenberg et al.| (2023) found to be an especially

effective one-parameter specification.

Black Box Algorithms. We consider two popular machine learning algorithms. First, we train
a random forest (RF), which is an ensemble learning method consisting of a collection of decision
treesE| Second, we train a kernelized ridge regression model (KR), which modifies OLS to weight
observations at nearby covariate vectors more heavily, and additionally places a penalty term on
the size of the coefficients. Specifically, we use the radial basis function kernel x(x,%) = e lle—2l13
to assess the similarity between covariate vectors x and Z. Given training data {(x;,y;)}Y,, the
estimated weight vector is @ = (K+\Ily) 1'%, where K is the N x N matrix whose (4,j)-th entry
is k(x;,2;), Iy is the N x N identity matrix, and §=(v,...,yn)’ is the vector of observed outcomes
in the training data. The estimated prediction rule is o(z) =31 wk(z,2;).

There are at least two approaches for cross-validating hyper-parameters such as the size of the
trees in the random forest algorithm. First, when there are multiple training domains one can
cross-validate across them; we use this in Appendix Second, one can cross-validate across
observations within the training domains. Since we are interested in cross-domain performance,
rather than within-domain performance, it is not guaranteed that this will improve performance,
and indeed we find that choosing the hyper-parameters via within-domain cross-validation leads
to worse transfer performance than using default values. Thus in our main analysis with a single

training domain, we set all hyper-parameters to default Valuesm

Discussion. There is no established definition of what constitutes an economic model versus

a black box algorithm, but one way of distinguishing between the two approaches is whether the

15A decision tree recursively partitions the input space, and learns a constant prediction for each partition element.
The random forest algorithm collects the output of the individual decision trees, and returns their average as the
prediction. Each decision tree is trained with a sample (of equal size to our training data) drawn with replacement
from the actual training data. At each decision node, the tree splits the training samples into two groups using a
True/False question about the value of some feature, where the split is chosen to greedily minimize mean squared
€ITor.

163pecifically, we set A=1 and y=1 /(#covariates) =1/3 in the kernel regression algorithm. See [Pedregosa et al.
(2011) and Chapter 14 of Murphy| (2012) for further reference. For the random forest model, we set the maximum
depth to none, so the tree is extended until outcomes are homogeneous within each leaf.
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prediction method is tailored to a general application or a general-purpose method of prediction.
EU and CPT model the risk preferences of economic agents; we would not expect these models
to predict well if we changed our problem to image classification. In contrast, random forest
algorithms and kernel regression have been successfully applied across a wide array of prediction
problems. In this sense, EU and CPT are economic models, while RF and KR are not. Our
approach and results can, however, equally be applied to evaluate prediction methods that are a
hybrid of the two approaches. For example, Plonsky et al.| (2019) and [Hsich et al.| (2023) consider
black box algorithms whose inputs are based on prior economic theory. We leave investigation
of the transfer performance of such methods to future work.

We note finally that although black box algorithms are traditionally perceived as more flexible
than economic models, whether this is in fact the case is something that has to be determined case-
by-case. In particular, |[Fudenberg et al.| (2023)) shows that although CPT uses only four parameters,

it imposes very few restrictions on mappings from binary lotteries to certainty equivalents.

4.3. Within-domain performance. We first evaluate how these models perform when trained
and evaluated on data from the same subject pool. We compute the tenfold cross-validated
out-of-sample error for each decision rule in each of the 44 domains[”] The two black box methods
(random forest and kernel regression) each achieve lower cross-validated error than EU and CPT
in 38 of the 44 domains, although the improvement is not large. To obtain a simple summary
statistic for the comparison between the economic models and black boxes, we normalize each
economic model’s error (in each domain) by the random forest error. Table (1] averages this ratio
across domains and shows that on average, the cross-validated errors of the economic models are
slightly larger than the random forest error. That is, the CPT error is on average 1.06 times the

random forest error, and the EU error is on average 1.21 times the random forest error[T

1"We split the sample into ten subsets at random, choose nine of the ten subsets for training, and evaluate the
estimated model’s error on the final subset. The tenfold cross-validated error is the average of the out-of-sample
errors on the ten possible choices of test set.

18The numbers in Table [1| are very similar if we normalized by the kernel regression error instead.
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Model Normalized Error
EU 1.21

CPT variants

~ 1.12
a,B 1.22
0,7y 1.08
a8,y 1.07
a,3,0,y 1.06

TABLE 1. Awverage ratio of out-of-sample errors relative to random forest.

These results suggest that the different prediction methods we consider are comparable for
within-domain prediction, with the black boxes performing slightly better. But the results do not
distinguish whether the economic models and black boxes achieve similar out-of-sample errors by se-
lecting approximately the same prediction rules, or if the rules they select lead to substantially differ-
ent predictions out-of-domain. We also cannot determine whether the slightly better within-domain
performance of the black box algorithms is achieved by learning generalizable structure that the eco-
nomic models miss, or if the gains of the black boxes are confined to the domains on which they were

trained. We next separate these explanations by evaluating the transfer performance of the models.

4.4. Transfer error. We use the results in Section [3]to construct forecast intervals for the two spec-
ifications of transfer error defined in and, which we will subsequently call raw transfer error
and transfer shortfall respectively. We also consider another normalization of the raw transfer error
with respect to a proxy for the best achievable error on the target sample. Let m € M index a set of

models that each prescribe rules f™ for mapping data to prediction rules. Then transfer shortfall

e(fST7Sn+1)

min,,c g€ (f St 7Sn+1)

(11)

reveals how much lower the accuracy of the transferred model fg,. is compared to the best
in-sample accuracy using a model from MH One advantage of this specification relative to
is that the raw error is very sensitive to the predictability of y given x in the target sample, which

may differ across domains but is not directly related to the model’s transferability.

19T his quantity (subtracted from 1) is similar to the “completeness” measure introduced in [Fudenberg et al|(2022),
without the use of a baseline model to set a maximal reasonable error, and adapted for the transfer setting by
training and testing on samples drawn from different domains.

22



In our meta-data there are n=44 domains, and we choose =1 of these to use as the training
domainm which corresponds to the question, “If the researcher draws one domain at random, and
then tries to generalize to another domain, how well will they do?” Figure [4] displays two-sided
forecast intervals for transfer performance, transfer deterioration, and transfer shortfall (where R
includes all decision rules shown in the figure). These forecast intervals use 7=0.95, so the upper
bound of the forecast interval is the 95th percentile of the pooled transfer errors (across choices of
the training and test domains), and the lower bound of the forecast interval is the 5th percentile
of the pooled transfer errors. (See Table |5in Appendix for the exact numbers.) Applying
Proposition |1} these are 86% forecast intervals. Choosing larger 7 results in wider forecast intervals
that have higher coverage levels, and we report some of these alternative forecast intervals in

Online Appendix including a 96% forecast interval.

Z ap] -
<
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Raw transfer error
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FIGURE 4. 86% (n=44, 7=0.95) forecast intervals for (a) raw transfer error, (b) transfer shortfall
(with R consisting of the decision rules shown in the figure), and (c) transfer deterioration.
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Our main takeaway from Figure 4] is that although the prediction methods we consider are very
similar from the perspective of within-domain prediction, they have very different out-of-domain
implications. Panel (a) of Figure [d] shows that the black box forecast intervals for raw transfer
error have upper bounds that are roughly twice those of the economic models. Panel (b) shows
that the contrast between the economic models and the black boxes is even larger for transfer
shortfall, which removes the common variation across models that emerges from variation in the
predictability of the different target samples. Thus, although the economic models and the black
box models select prediction rules that are close for the purposes of prediction in the training
domain, they sometimes have very different performances in the test domain, and the prediction
rules selected by the economic models generalize substantially better. Panel (c) of Figure 4 which
reports transfer deterioration, shows that it is less important to re-estimate the economic models
on new target domains than to retrain the black-box algorithms.

All of the forecast intervals overlap for each of the three measures. This is not surprising,
as variation in the transfer errors due to the random selection of training and target domains
cannot be eliminated even with data from many domains. We expect the black box intervals
and the economic model intervals to overlap so long as the economic model errors on “upper tail”
training and target domain pairs exceed the black box errors on “lower tail” training and target
domain pairs. Section | provides confidence intervals for different population quantities, including
quantiles of the transfer error distribution and the expected transfer error, whose width we do
expect to vanish as the number of domains grow large. There, we find similar conclusions with
regards to the relative performance of the black box algorithms and economic models.

The appendix provides several robustness checks and complementary analyses. Online Appendix
plots the 7-th percentile of pooled transfer errors as 7 varies, demonstrating that forecast
intervals constructed using other choices of 7 (besides 7=0.95) would look similar to those shown
in the main text. Online Appendix [S.5 provides 86% forecast intervals for the ratio of the raw CPT
transfer error to the raw random forest transfer error, and finds that the random forest error is some-
times much higher than the CPT error, but is rarely much lower. Online Appendix considers
an alternative choice for the number of training domains, setting r=3 instead of r=1. While the
results are similar, the contrast between the economic models and black boxes is not as large, sug-

gesting that the relative performance of the black boxes improves given a larger number of training
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domains. Online Appendix provides forecast intervals when each of the 14 papers is treated as
a different domain; once again the black box methods transfer worse than the economic models do.

We next use our theoretical results from Section [3.2] to study the consequences of relaxing the
i.i.d. assumption in our comparison of CPT(«,3,d,7) and RF. Since the main differences observed
above concerned the upper bounds of our forecast intervals, we limit attention to 7>0.5, and
compare the methods in terms of worst-case and everywhere upper-dominance with respect to

all three measures of the transfer performance. These results are summarized in Table

Type \ raw transfer error transfer shortfall transfer deterioration
Worst-case dominance 7>0.5 7>0.5 7>0.5
Everywhere dominance 7>0.954 7>0.866 7>0.647

TABLE 2. Comparison between CPT and RF in terms of worst-case and everywhere upper-
dominance. Each cell gives the range of T at which CPT dominates RF.

Table [2| shows that CPT worst-case-upper-dominates RE at all quantiles 7> 0.5 and for all
three transfer error measures. Hence, our finding that the upper tail of transfer errors is larger
for RF than for CPT is robust to relaxing the assumption that the training and test domains are
drawn from the same distribution, provided that we are comfortable comparing the upper bound
for one method to the upper bound for the other. In Appendix we provide a more detailed
view of worst-case-upper-dominance by plotting eM(T") as functions of 7 and T', respectively.

We can also consider the more demanding everywhere-upper-dominance criterion, which asks
what happens if we relax our i.i.d. sampling assumption in a way which is as favorable to RF
(and as unfavorable to CPT) as possible. We find a substantial degree of robustness even under
this highly demanding criterion: CPT everywhere-upper-dominates RF' in raw transfer error for
all 7>0.954, everywhere-dominates in transfer shortfall for 7>0.866, and everywhere dominates

in transfer deterioration for 7>0.647.

4.5. Do black boxes transfer poorly because they are too flexible? One tempting expla-
nation of why the black box algorithms transfer less well is that they may overfit to idiosyncratic
details of the training samples that do not generalize across subject pools. For example, suppose
some subject pools tend to value lotteries depending on the specific digits they contain@] This
20For example, Fortin et al| (2014) find that in neighborhoods with a higher than average percentage of Chinese

residents, homes with address numbers ending in “4” are sold at a 2.2% discount and those ending in “8” are sold
at a 2.5% premium.
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regularity could not be captured by the economic models, because they do not include parameters
for individual digits, but could be learned by a random forest algorithm. This would lead the
random forest to have better within-domain prediction for those subject pools, but worse transfer
performance if this regularity does not generalize across subject pools.

While the flexibility of black box algorithms is likely an important determinant of their transfer
performance, a second analysis shows that this cannot be a complete explanation of our result.
One of the papers we use is based on samples of certainty equivalents from 30 countries (I’Haridon
and Vieider, 2019)). Of the 30 samples from this paper, 29 samples report certainty equivalents
for the same 28 lotteries, and the remaining sample reports certainty equivalents for 24 of those
lotteries. We repeat our analysis using these 30 samples as the metadata, and find that the
forecast intervals for raw transfer error are indistinguishable across the prediction methods (Panel
(a) of Figure |5)). There is some separation between the forecast intervals for the remaining two
measures, but in both cases the CPT and random forest forecast intervals are substantially more
similar than in the original data. If overfitting were the main explanation of our previous results,
we would expect the black box algorithms to overfit here as well.

In contrast, we find that the economic models again outperform the black box algorithms when
we consider a different definition of domains for the |’'Haridon and Vieider| (2019) data. Specifically,
we aggregate all observations for the 24 lotteries that are shared in all 30 samples, and split
these observations into 24 samples, where each sample includes all reported certainty equivalents
(across subject pools) for a given lottery. For this new definition of domains, our transfer measures
evaluate how well a model estimated on data from certain lotteries predict certainty equivalents
for other lotteries. Figure [0] reports 83-level confidence intervals, and we find that the economic
models transfer substantially better than the black box algorithms. In fact, isolating the difference
across domains to be differences across lotteries exaggerates the relative value of economic models
even relative to our original Figure [4] (which uses a definition of domains that combines several
sources of variation). For consistency, Figure @ reports confidence intervals for r=1 (corresponding
to training on one lottery and predicting on another), but we show in Appendix that the
qualitative features of this figure hold also for r=3 and r=5.

Taken together, our empirical results suggest that the crucial difference between economic

models and black box algorithms isn’t that one is more flexible and hence more inclined to

26



EU1
af
01

Models

afoyq
RF{ #
KR

afyi

-]
01
aB6v1
;2 afyy b
= KR{ |
RFq t
EUA
af{ |
3
| o — |
| — |
]
1
.05 110 115 120 125
Transfer shortfall
(B)

4 5
Raw transfer error

(4)

EU1
afq

Models

01
byl |
afoy
RF{
KR+

—
—
—_
"

I i
100 105 110 115 120  1.25
Transfer deterioration

(c)

FIGURE 5. This figure reports 84% (n=30, 1=0.95) forecast intervals when we transfer across
subject pools in the|l’Haridon and Vieider| (2019) data.

overfit, but rather that economic models perform better in certain kinds of transfer tasks[| The

next section discusses more formally one potential explanation for the difference in the relative

performance of economic models and black box algorithms in these two transfer tasks.

4.6. Two kinds of transfer problems. Our framework allows the distribution P governing the

training sample and the distribution P’ governing the test sample to differ. At one extreme, P and

P’ may share a common marginal distribution on the feature space X', but have very different con-

ditional distributions Py|x and P{/| + (known as model shift). In our application, this would mean

that the distribution over lotteries is the same, but the conditional distribution of reported certainty

2n fact, the flexibility gap between the black boxes and economic models is not large: many conditional mean
functions (for binary lotteries) can be well approximated by CPT for some choice of parameters values «,3,d,y

(Fudenberg et al., 2023).
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FIGURE 6. This figure reports 83% (n=24, 1=0.95) forecast intervals when we transfer across
lotteries in the |’Haridon and Vieider| (2019) data.

equivalents is different across domains. At another extreme, the conditional distributions Pyx and
P{/| + might be the same, but the marginal distributions over the feature space could differ across
domains, e.g., if different kinds of lotteries are used in different domains (known as covariate shift).

Our findings in Figure [5 suggest that black boxes do as well as economic models at transfer
prediction when the marginal distribution over features Py is held constant across samples. In-
tuitively, when the relevant feature vectors are the same in every sample, a black box algorithm
can perform well by simply memorizing a prediction for each of these feature vectors. In contrast,
when the set of lotteries varies across samples, then good transfer prediction necessarily involves
extrapolation, and an algorithm that hasn’t identified the right structure for relating behavior
across lotteries will fail to generalize. Since economic models of risk preferences are intended
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to relate an individual’s preferences across lotteries that permits extrapolation of this form, our
empirical results suggest that they do so effectively.

For a simple, stylized, example of this contrast, consider three domains with degenerate
distributions over observations. In domain 1, the distribution is degenerate at the lottery
(21,22,p) =(10,0,1/2) and certainty equivalent y=3. In domain 2, the distribution is degenerate
at the lottery (21,22,p)=(10,0,1/2) and certainty equivalent y=4. In domain 3, the distribution is
degenerate at a new lottery (z1,292,p) =(20,10,1/10) and certainty equivalent y=11. Suppose EU and
a decision tree are both trained on a sample from domain 1. The CRRA parameter n~0.64 perfectly
fits the observation (10,0,1/2;3), as does the trivial decision tree that predicts y=3 for all lotteries.
The estimated EU model and decision tree are equivalent for predicting observations in domain
2: both predict y=3 and achieve a mean-squared error of 1. But their errors are very different on
domain 3: the EU prediction for the new lottery is approximately 10.8 with a mean-squared error

of approximately 0.05, while the decision tree’s prediction is 3 with a mean-squared error of 64.

4.7. Predicting the relative transfer performance of black boxes and economic models.
The preceding sections suggest that the relative transfer performance of black boxes and economic
models is determined primarily by shifts in which lotteries are sampled, rather than shifts in behavior
conditional on those lotteries. To further test this conjecture, we examine how well we can predict
the ratio of the raw random forest transfer error to the raw CPT transfer error given information
about the training and test lotteries but not about the distribution of certainty equivalents in either
sample. If the relative performance of these methods depended importantly on behavioral shifts in
the two domains—i.e., a change in the distribution of certainty equivalents for the same lotteries—
then we would expect prediction of the relative performance based on lottery information alone to
be poor. We find instead that lottery information has substantial predictive power for this ratio.

For each sample S'={(21,,22.,p::¥i) }i~q, we consider the following features: the mean, standard
deviation, max, and min value of z; among the lotteries in S; the mean, standard deviation, max,
and min value of 2 among the lotteries in .5; the mean, standard deviation, max, and min value of
p among the lotteries in S; the mean, standard deviation, max, and min value of 1—p among the
lotteries in S; the mean, standard deviation, max, and min of pz;+(1—p)ze among the lotteries
in S; the size of S; and an indicator variable for whether z1,2o >0 for all lotteries in S.

We consider three possible feature sets: (a) Training Only, which includes all features derived
from the training sample Mr; (b) Test Only, which includes all features derived from the test
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sample Sy, (¢) Both, which includes all features derived from the training sample My and the
test sample S;. We evaluate two prediction methods: OLS and a random forest algorithm. Table
reports tenfold cross-validated errors for each of these feature sets and prediction methods. As

a benchmark, we also consider the best possible constant prediction.

Train Only Test Only Both

Constant 2.57 2.57 2.57
OLS 1.00 2.61 0.94
RF 0.98 2.52 0.76

TABLE 3. Cross-Validated MSE

stddev(z1)> 0

FALSE TRUE
predict 5.47 predict 1.43
number of train-test pairs: 129 number of train-test pairs: 1763
MSE: 14.28 MSE: 0.60

FIGURE 7. Best 1-split decision tree based on training and test features.

The best constant prediction achieves a mean-squared error of 2.57, which can be more than
halved using features of the training set alone. Using features of both the training and test sets, the
random forest algorithm reduces error to 30% of the constant model. Crucially, the random forest
algorithm is permitted to learn nonlinear combinations of the input features, and thus discover
relationships between the training and test lotteries that are relevant to the relative performance
of the black box and the economic model.

The random forest algorithm is too opaque to deliver insight into how it achieves these better
predictions, but we can obtain some understanding by examining the best 1-split decision tree,
shown in Figure [7] below. This decision tree achieves a cross-validated MSE of 1.75, reducing the
error of the constant model by 32%. Tt partitions the set of (train,test) domain pairs into two groups
depending on whether the standard deviation of z; (the larger prize) in the training set of lotteries
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exceeds zero. There are three domains in which the prizes (z;,22) are held constant across all training
lotteries (although the probabilities vary). In the 129 transfer prediction tasks where one of these
three domains is used for training, the decision tree predicts the ratio of the random forest error
to the CPT error to be 5.47. For all other transfer prediction tasks, the decision tree predicts 1.43.

This finding reinforces our intuition that the relative performance of the black boxes and
economic models is driven in part by whether the training sample covers the relevant part of the
feature space. When the training observations concentrate on an unrepresentative part of the
feature space (such as all lotteries that share a common pair of prize outcomes), then the black
boxes transfer much more poorly than economic models.

Our results also clarify a contrast between transfer performance and classical out-of-sample
performance. In out-of-sample testing, the marginal distribution on X is the same for the training
and test samples, so the set of training lotteries is likely to be representative of the set of test
lotteries as long as the training sample is sufficiently large. When test and training samples are
governed by distributions with different marginals on X', the set of training lotteries can be unrep-
resentative of the set of test lotteries regardless of the number of training observations. Training
on observations pooled across many domains alleviates the potential unrepresentativeness of the
training data, but the number of domains needed will depend on properties of the distribution: An
environment where each domain puts weight on exactly one lottery that is itself sampled i.i.d. may
be difficult for black-box algorithmsﬂ while an environment where the marginal distribution is
degenerate on the same lottery in all domains may be easier. There is no analog in out-of-sample
testing for the role played by variation in the marginal distribution on X" across domains. Moving
beyond our specific application, we expect this variation to be an important determinant of the

relative transfer performance of black box algorithms and economic models in general.

5.CONCLUSION

Our measures of transfer error quantify how well a model’s performance on one domain extrapo-
lates to other domains. We applied these measures to show that the predictions of expected utility
theory and cumulative prospect theory outperform those of black box models on out-of-domain
tests, even though the black boxes generally have lower out-of-sample prediction errors within

a given domain. The relatively worse transfer performance of the black boxes seems to be because

22In this case, the number of domains black boxes need to achieve good transfer performance is likely comparable
to the number of observations they need for good out-of-sample performance, which can be quite large.
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the black box algorithms have not identified structure that is commonly shared across domains,
and thus cannot effectively extrapolate behavior from one set of features to another. Our finding
that the economic models transfer better supports the intuition that economic models can recover

regularities that are general across a variety of domains.
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APPENDIX A. PROOFS

A.1. Notation. Throughout let N'={1,....n}. The set T,,, consists of all vectors of length r
with distinct values in N. For any (di,...,dv41) € Tyi1 pp1, let f(di,....dri1) =€qay....a,),4,,, denote

.....

the transfer error from training samples Sy, ,...,5q, to test sample Sg,_ ;.

A.2. Proofs of Proposition [1] and Claim [1} These are special cases of Theorem [1] with I'=1.

To avoid repetition, we will only prove Theorem

A.3. Proof of Theorem [1] and Corollary [1. We start by proving a simple lemma.

Lemma A.1. Let H=(1—7m)F+nG be a mizture of two distributions F' and G. Further let Zy
be a draw from H and Zp a draw from F. Then, for any 0<1 <1 <1,

(=) (=) <P(Zn€(Q, (F).Q,(F))) <(1-m)B(Zre(Q, (F)Q,,(F)])+7

Proof. Let Zg be a draw from G, and let W be a binary random variable, independent of Zp and
Ze, with E[W]=m. Then Zy < (1—W)Zp+W Zg and

P(ZuelQ,(F)Q,(F))

—(1-m)P(ZrelQ, (F).Q,(F))+7P(Ze€(Q, (F)Q,,(F)

e(1-mP(ZrelQ, (F)Qy,(F)))+0],

By definition of upper and lower quantiles, IP(Z € [Qﬁ (F),Q.,(F )]) >y —T;. The result then

follows. O

Proof of Theorem[1. Throughout the proof we condition on the unordered samples {Si,...,S,+1}
and denote by {Sq),...,9n+1)} any typical realization. Let F denote the sigma-field generated
by the unordered set {Sq),...,Sm41)}- Under the assumed data-generating process,

Cldrodymit | FZ (@ (), (d), 7 (n41)),  V(dyyeondy) €Ty,

where 7 is a random permutation on {1,....,n+1} distributed according to

_ i w(Sﬂ'(n+1))
nl S w(S;)
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On the other hand, T < (7"(1),...,7"(r)) where w™ denotes a uniform random permutation on

{1,..,n}, 0 e i1 ‘.Fif(ﬂ'woﬂ'n(l) LmwWor™(r),m (n+1)). By (A.1), we have
et | FE (" (1), (r) " (n+1)). (A2)

For any (dy,...,d,k) € Ty i1 041, let
(n—r)l  w(Sk)
b 3ot w(s))

Wi=P((w"(1),... 7" (r), 7" (n+1)) = (di,....d.k)) =

Thus,
er i1 | F~ Z Wi-Osd...dp)- (A.3)
(d1yeesdr,k)ETr g1 nt1
Because P(Z <Q,(F))>
P er,i<Q- Z Wi-0sdy,ai) | | F | =7 (A.4)
(d1yeeesdr k) ETr 1, n41
Let

Q1= > Wy, (A.5)

(dl ----- dT7k)€TT+1,’VL+1\TT'+1,TL

By definition, the element n+1 must belong to every tuple (dy,...,d,k) € Tri1 ng1 \Try1,0. Thus,
W, .1 shows up |Tyq1n41\Try1,0]/(r+1) times in the sum (A.5). By symmetry, each of the other
Wy.’s shows up [Ty 1541\ Trg10|7/(r+1)n times. Since

(n+1)! n! n!

Tr n Tr TZ:TT n _T'r n| = - = 1 )
| +1, +1\ +1, | | +1, +1| ’ +1, | (TL-T)' (TL—T—]_)' (T+ >(TL—T‘)'

we obtain that
n! r(n—1) <
! !
Qnia= =)l W +1+T§_:Wk

or (=Dt r on=r w(Su)
—n+(n—r—1)!Wn+1 L Z”H (S;) (A.6)

where the second to last equality uses Z"+1Wk— i T)' . By (A.6) and (7)),

Wi

Wy = .
: 1_Qn+1
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Thus, the distribution in (A.3) can be written as the following mixture distribution

> Wi 0f (s ) = (1= Q1) F g + Qi1 -G

(d1 e r k) ETr 1 41

where G=5" (ol k)eTrﬂ,nH\TTH,n(WIQ/QnH)‘5f(d1 ..... d, ) By Lemmawith 71 =0,7,=7, and

-----

F = I3, we have
P<€T,n+l SQT(FKJ/I> ’f) ZT<1_QH+1>-

Moreover, when f(dy,...,d, k) are mutually distinct,
P(Z<Q-(Fy)) < 1—T+m]?ka,

where Z is the draw from the distribution inside Q, and

(n—r—1)! maxg<,w(Sk)

(n=1! > w(S))

m]?XWk =
Thus, Lemma implies

P(erni1 < Q- (Fyp) | F)

(n—r—1)! maxg<,w(Sk)
<<7+ (=D S w(S))

i (1_7__ (n—r—1)! maxk<nw(5'k)) (1=0y).

) (1 _Qn+1)+Qn+l

(n=18 X5 w(S))
The result then follows by the iterated law of expectation and (A.6)), which implies

n—r Y w(S;)
no Y w(S))

The two-sided guarantee can be similarly obtained by Lemma with m=1—7 and ,=7.

1 _Qn—H =

To prove Corollary [I| we note that

W(Sn+1> < r . 1
S w(Sy) Tl Dl 21

Thus,

n—r w(Spi1) n—r nl—2 n—r
1=t = n (1_ (S, >> n nl 241 n+I2
Zj:1w< i)
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APPENDIX P. OTHER TRANSFER PROBLEMS

Although we have focused on specifications of transfer error that evaluate how well a model
transfers from one domain to another, our results apply for the substantially broader class of
random variables given in Definition [I] We discuss below other interesting specifications of ey g«

and what they might measure.

P.1. Parameter Transfer. When a model has interpretable parameters, we may be interested
in whether the parameter values estimated on the training data will be a good proxy for the

best-fitting parameters in the target sample.

Ezample 6 (Effectiveness of a Job Training Program). An economist has estimated the effectiveness
of a job training program using a data set from one location (as in Hotz et al. (2005)). How

similar would the estimate be if the program were implemented at another location?

Ezxample 7 (Loss Aversion). An economist observes on a data set of choice over lotteries that
“losses loom larger than gains,” specifically that the loss aversion parameter in Prospect Theory
has a value larger than 1. If the economist were to elicit choices over a different set of lotteries,

would this qualitative conclusion continue to hold?

Consider any model that can be defined as a set Fo={fy}sco of prediction rules fy: X — Y,

which depend continuously on a parameter # in a compact parameter space ©. Given any training
~ . S .

data St, let 0(St)=arginfy.g> | deT%Z 4e1€(f9,S4) be the parameter value that minimizes

a weighted sum of the errors across the samples in the training data, and let f(;( S7) denote the corre-

sponding prediction ruleF_gl To assess parameter variation, first fix a distance metric d(0,0') (e.g., Eu-

clidean distance) to assess how different two parameter vectors 6 and 6’ are. Then the transfer error

€T 41~ d@(ST)aé(SnH))

231f there are ties, break them arbitrarily



measures how far the estimated parameters on the training data are from the best-fitting parameters
on the target sample.

We can also assess how well a qualitative prediction that is based on the estimated parameters
will transfer to the target sample (e.g., a prediction that some coefficient is positive). Let A denote

any event that can be described as a function of the parameter 6. Then

1 if1 <é(ST) eA) ~1 (9(Sn+1) eA)

0 otherwise

€T n+1=

is a transfer error which tells us whether the prediction about A based on the training samples

also holds in the target sample.

P.2. Other Estimation Procedures. In the examples above, a model is trained on r training
samples and used to predict properties of a target sample. Our results apply also for other training

procedures. To avoid introducing extensive notation, we describe these procedures informally.

Ezxample 8 (Transfer Learning). In transfer learning problems in computer science (see e.g., [Pan
and Yang| (2010)), some observations from the target sample are available in addition to the
training samples St. The model or algorithm is trained on these observations jointly, with some
specification of how to weight the target sample observations relative to the other training data.

The performance of a model estimated in this way is another transfer error.

Ezxample 9 (Transfer of Specific Parameters). While some economic parameters are viewed as
constant across domains, other parameters may be viewed as domain-specific. For example, spatial
models of trade often have structural parameters (e.g., the elasticity of demand substitution
between goods produced in different countries) whose values are set using estimates from another
paper, and “fundamentals” (e.g., productivity in each country), which are re-estimated on each
sample (see for example |Alfaro-Urena et al. [2023). The performance of a model that is estimated

and evaluated in this way is a transfer error.

Ezample 10 (Using Cross-Validation to Tune Parameters). Our framework can also accommodate
training procedures in which cross-validation is used to tune select model parameters. For example,
black box algorithms often have a complexity parameter (e.g., the penalization parameter in LASSO
or the depth of decision trees in a random forest algorithm). One way of choosing the size of this
parameter is based on out-of-sample fit (Hastie et al., 2009; Chetverikov et al.; 2021). In our setting,

2



this means holding out one of the training samples to use for testing, training the algorithm on
the remaining r—1 training samples, and evaluating fit on the remaining test sample. The chosen
complexity parameter is the one that yields the lowest average error across the r possible choices
of the test sample. Fixing this value for the complexity parameter, the algorithm is then fit to the

entire training data. The performance of such an algorithm on the target sample is a transfer error.

Ezample 11 (Counterfactual Predictions). One way that economic models are used is to form predic-
tions for outcomes under policy changes that have yet to be implemented. For instance, McFadden
(1974) predicted the demand impacts of the then-new BART rapid transit system in the San
Franciso Bay Area, and [Pathak and Shi (2013) predicted demand for schools under changes to the
Boston school choice system. One can generalize our framework to cover the case where each sample
Sq 1s instead a pair of two observations, Sy=(S59,55). The pre-intervention samples (SY.,...,52, ;)
are drawn 1.i.d. from one distribution, while the post-intervention samples (Sj,...,S%, ;) are drawn
i.id. from another. In this more general setting, a transfer error is any function of the training

pairs {(59,5}) }aer, the target pair (S, ,S1,,), and potentially an independent noise variable

APPENDIX Q. EXTENSIONS AND FURTHER RESULTS

Our main results focus on forecasting realized transfer errors, which is useful when we want
to know the range of plausible errors in transferring a given model to a new domain. We now
complement those results with procedures for inference focused on population quantities: Section
().2] provides confidence intervals for quantiles of the transfer error distribution, and Section
provides a confidence interval for the expected transfer error. Since these quantities can be perfectly
recovered given data from an infinite number of domains, we expect the lengths of these intervals to

vanish as the number of observed domains grows large, unlike the forecast intervals from Section

Q.1. Preliminary Lemma. We start by establishing a bound that will be useful in the subse-

quent construction of confidence intervals. Let

nl
(31 55ik)€ETr41,m

240ur theoretical results generalize completely for transfer errors defined in this way; the main limitation is the
difficulty of obtaining sufficiently many pre- and post-intervention pairs. We mention this potential application in
the case that such data does eventually become available.

3



be an arbitrary U-statistic of degree k with a bounded (and potentially asymmetric) kernel ¢ that

takes values in [0,1].

Definition Q.1. For every n,k€Z, and x,y €R, define

By k() Emin{bi,k(x;y),bi,k(x;y),bi,k(x;y)}

where

st i) 05220

by x(wiy) =e-P(Binom([n/k]y) < [[n/k] -])

e () = mi nA _ A
N I S W M

Lemma Q.1. If §(Zy,...,Z;) €[0,1] almost surely, then P(U <x) < B, ;(z;E(U)) for every x €[0,1].

Q.2. Quantiles of transfer error. Let F' denote the CDF of er,;1, which we assume is
continuous. This section builds a confidence interval for the S-th quantile of F', denoted g¢g.
For arbitrary ¢ €R and realized metadata M ={Sj,...,S, }, define

(n—r—1)!
Sp(an) - T Z ]I<€(d1 ..... dr),dr+1) < q)

,,,, -, denotes the observed transfer error
from samples (Sq, ,...,54,) to sample Sy, ,. This is the fraction of observed transfer errors in the
metadata (from 7 training samples to one test sample) that are less than ¢. Then U= y(¢z,M)

is a U-statistic where by definition, E[Us]=/. Lemma then implies
P(Us<a)<Bupa(@f)  PUp22)=P(1-Us<1-2)<B,,n(l-z1-8).  (Q1)

Definition Q.2. For any quantile 8 € (0,1) and confidence level 1 —a € (0,1), let &g(a) =
inf{u : B, ,1(u; 8) > a} and ty(a) = sup{u : By,i(1 —u;1 — B) > af. Further define
q5(a)=min{q:p(q,M) >if () } and g5 () =max{g:(¢,M) <, (a)}.

Since By,11(u;-) is right-continuous in w, it follows from (Q.1)) that P(Us <} (@) < o and
P(Up > 15 () < c. Since (¢, M) is monotonically increasing in g, the event {Us < (a)} is
equivalent to {gg <{g5(a)}, while {Us >3 (a)} is equivalent to {gs> ¢y («)}. This yields:

4



Proposition Q.1. For any quantile 5 € (0,1) and confidence level 1—a € (0,1),
P(gs<qf(a))>1—a and P(gs € [45(c/2),45(a/2)]) > 1 -

Figure |8 applies Proposition to construct two-sided 81% confidence interval for the median

raw transfer error, median transfer shortfall, and median transfer deterioration. As in Figure [

these confidence intervals are substantially wider for the black box algorithms, and have higher

upper bounds.

v —

EU{ Fb——

é(){ﬁ&"y‘ —
Zo afq ¥ !
afy{ i
KR{ ¥ 1
RF 1
1 6 8
Median raw transfer error
(a)
P af{ H
af{ + EU{ H
EU{ i v H
Té oy +— é oyl +—
= afoy| = apy|
aBy] — aBoy] i
KRAq KR4 } 1
RF{ ¥ RF
10 2.0 1.0 15 2.0 25

Median transfer shortfall

Median transfer deterioration

(©)

FIGURE 8. 81% confidence intervals for the median of (a) raw transfer error, (b) transfer shortfall,
and (c) transfer deterioration.

Q.3. Expected transfer error. This section constructs confidence intervals for the expected
transfer error, p=E(er,+1), under the assumption that transfer errors are uniformly bounded

5



(in which case it is without loss to set et ,,+1 €[0,1]). Define the U-statistic

(n—r—1)!
U=+~ > €(d1rnde )i -

n!
(dl 7"'7dT+1)€TT+1!”

Because E[U] = u, Lemma implies that P(U <x) < B, 41(z,u) and P(U > z) < B, 11(1—
x,1—p) for all zeR.

Definition Q.3. For any confidence guarantee 1—a € (0,1), let it () =sup{p: By ,+1(Us;p) > a}
and 1~ (o) =inf{p: B, ,11(1-U;1—p) >a}.

It follows from (Q.1) that P(U <u™(a)) <« and P(U >4~ («)) <, which implies:

Proposition Q.2. If e7 4€[0,1] almost surely, then P(u<jit(a))>1—a and
Pluelp(a/2),it(e/2)]) 21-a.

Figure[d) applies this result to construct two-sided 81% confidence intervals for the transfer errors

we considered in Section [£.4] Since transfer shortfall and transfer deterioration are not bounded,
min,,eae (fg”n+1 ,Sn+1>

) and

we report instead confidence intervals for the expectation of their inverses

e(fs,,415n+1) |
e(fspsSn+1)

find that the confidence intervals for the black box algorithms are qualitatively worse than those

lower values for these measures correspond to worse transfer performance. We again

for the economic models.

V1 [ 1 EUA | ——
01 [ | afq [ 1
EU1 [ | 71  —
_é aBy j%z 51
S ap - ' S aBy
By ' J a1
KR [ 1 KR1 I 1
RF1 } 1 RFq #
05 06 07 08 09 0.6 0.8 1.0
Inverse transfer shortfall Inverse transfer deterioration
(a) (B)

FIGURE 9. 81% forecast intervals for (a) expected inverse transfer shortfall, (b) expected inverse
transfer deterioration.



Q.4. Proof of Lemma Hoeffding (1963) shows that P(U < z) < by ,(2,E(U)), and
Bates et al.| (2021) shows that P(U <) <b; ,(2,E(U)). We now show that if € [0,1] then
P(U<z)<b . (,E(U)). To do this, we use a series of intermediate results to extend a result of
Bates et al. (2021) on U-statistics of degree 2 with bounded kernels to U-statistics with bounded
kernels for any order k> 2.

Let Z,...,Z, be iid. random variables and ¢ : R¥ — [0,1] be a bounded function. Then a
U-statistic of degree k is defined as

k) > i), (Q2)

where ), . denotes the sum over all k-tuples in N with mutually distinct elements. The
average of Z; is a special case of (Q.2) with k=1 and ¢(z)=z.
Let m=|n/k| and 7" : N — N be a uniformly random permutation. For each permutation

7, define
m

W= = (Za-1hs1)seZai))-

j=1
Note that the summands in W, are independent given 7. Then U =FEn|[Wyn], where E » denotes
the expectation with respect to 7™ when conditioning on Zi,...,Z,. By Jensen’s inequality, for
any convex function ¢, E[Y)(U)] =E[)(Exn [Wen|)] <E[Enth)(Wen )] = Eqxn [Et)(Wen)]. Since W,

has identical distributions for all 7,

E[y(U)] <E[(Wia)] (Q3)

where id is the permutation that maps each element to itself.
Recalling that Hoeffding’s inequality is derived from the moment-generating function 1(z) = e**
(Hoeftding, 1963)), and the Bentkus inequality is derived from the piecewise linear function

¥(z) = (2 —t); (Bentkus, 2004), the following tail inequalities for U-statistics are a direct

consequence of (Q.3)).

Proposition Q.3. Let U be a U-statistic of order k with a bounded kernel ¢ €[0,1] in the form
of (Q.2) and m=|n/k|. Then
(1) (Hoeffding inequality for U-statistics, Section 5 of |Hoeffding 1965)

P(U <z) <exp{—mhi(zAE[UJ:E[U])},

7



where

ha(yin) Zylog(%) (1- y)logG:/yt)

(2) (Bentkus inequality for U-statistics, modified from |Bentkus|2004)
P(U <z)<eP(Bin(m;E[U]) < [mz]).

Other concentration inequalities can be derived from the leave-one-out property. Write
U(Zy,....%y,) for U and let U; =inf, U(Z,...,Z;1,2i,Zi11,---,%n). Note that U; is independent of
Z;. Since ¢(-) >0, we have 0<U—U; <50 57 6(Ziy,enZi,) s0 B(U—Ui) <1 and

2

iw—w SE5Y S Y ol

=1 J=101,0ig,05=1

n

) k’ k ,
= ol ZZ Z %17 Zlk)

121, ig,05=1

- nn' 21 Z Zis
] K2

i=1 11,001 =1

k2
:U

where (i) applies the Cauchy-Schwarz inequality and (ii) uses the fact that ¢(-) <1. If we let
=(n/k)U and W;=(n/k)U;, then W—W,; <1, > (W —W;)*<kW. This implies that W
as a function of Z,...,Z,, satisfies the assumptions for the claim (34) in Theorem 13 of Maurer

(2006) with constant a:kﬁ

Proposition Q.4 (Theorem 13, [Maurer| 2006). Let G(\)=(e*—=X—1)/\. Then for any A\>0,

EAG(N)

EW]-W) 2T\
logE{e™ ey

This further implies that for any z € (0,E[U]),
nA A
PU<z)< -—— K .
(Uso)< eXp{Tiél k (”“" A+EG(N) [UD }
Putting Proposition and Proposition together yields Lemma
ZTheorem 13 of Maurer, (2006)) states a weaker result that logE[e)‘(E[W]_W)] < @/\2. The stronger version

stated here can be found in the second last display in the proof of Theorem 13 of Maurer| (2006]).
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APPENDIX R. SUPPLEMENTARY MATERIAL TO SECTION

R.1. A more general distribution shift model. In this subsection we discuss a more general
distribution shift model that allows Si,...,S,, to have non-identical distributions. Let p denote
the joint density of Si,...,S,41 (with respect to a dominating measure). Let 7P be a random

permutation on {1,....n+1} such that, for any realization {s,...,8,41} of {S1,..,941},

]P)(ﬂ'p(].) :dl,...77'fp(n+ 1) :dn—l-l | {S(l),...,S(n+1)} :{81,...78n+1})

p<sd17"'78dn+1)

-----

Then,

(571'1’(1)7'--7371'?’(71)) | {S(l)v-'ws(n—‘rl)} = {Sla"-78n+1}
d
= (SI;~--;Sn+1) | {S(l),...,S(n+1)} = {81,...,8n+1}.

Again let F denote the sigma-field generated by the unordered set {S,...,5n+1)}-

Definition R.1. For any I'>1, let P(I";r) be the class of distributions on (S4,...,S,+1) with

(n+1)!
(n—r)!

P(n?(1)=d,...w"(r)=d, 7" (n+1)=Fk|F) € [[ ' I']|almost surely,

for any (dy,...,d,,k) €Ty 11.

Above, (n—r)!/(n+1)! is the probability under a uniform permutation and thus the LHS can
be interpreted as the density ratio between 7? and a uniform permutation, which measures the
deviation from exchangeability.

By (A.1]), when v € W(T'), the joint density p satisfies

Ez—fiiémpm=d1,...,vrp<r>=dmp(n+1>=k‘>

_ (n+1Dw(Sk) < (n+1l _ (n+1)I?
SIS, Al AT e

Thus,
1)r
peP(—(”+ ) -r>c7>(F2;r).

n+I2 "’
Next, we derive forecast intervals akin to Corollary
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Theorem R.1. Suppose the joint distribution of (Si,...,Sn41) lies in P(Iyr). Then

(r—i—l)l“)’

Pler i <eM >r(1—
(€T, +1_€1—(1—T)/F) _T( P

and

n+1

(7’+1)F>‘

P(erni1 €61 rrermqoryr)) = (27-1) <1 -
Proof. For notational convenience, for any (dy,...,d,,k) € Tyy1 41, let
Agy...a, =P (1) =dy,....7"(r)=d,, 7P (n+1)=k|F).

Again, we condition on the unordered samples Si,...,5,41 and denote by S(),...,Sn+1) a typical

realization. By similar arguments used to show (A.3]), we have

et i1 | Fr~ Z Adyodo e Of(dyndy ) - (R.1)
(d1 sl k) ETrp 1 g1
Thus,
Pl erni<Q- Z Adyd ke Of(dy,drk) | | F | >
(d1,yeesdr k) ETr g1 g1
Let

Q1= E Ady . k-

(dl 7---,drak)eTr+1,n+1\Tr+1,n

Then we can rewrite the distribution in (R.1)) as a mixture distribution

Z Adyodr e O f(dy oy ) = (1= Q1) F 4+ 11 -G,

(d1,eesdr k) ETr 1 ot

where
Ady, ok Ady, o
F= Z 1_19 '5f(d1,...,dr,k)7 G= Z —;2 '5f(d1,...,dT,k)'
(1ol ) ETr 41 1 ot (Ao k) ETr 1 g1 \Trg 1 0
By Lemma [A. T with 7y =0,72 =7, we have that
P ern <Q- Z Adydr ke Op(dy,dk) | |F | 27(1= Q).

(dla~~~7dr7k)€’]r7‘+l,n

By definition,

(n—r)!
A -\ I.
dl,...vdr,ke(nﬂ)! [T

10



The largest possible value for Q- (Z( dirod K)ET g1 7 Adyoody e O d,«,k)) is achieved when Ay, . 4. x=
['(n—r)!/(n+1)! for the largest values of f(dy,...,d, k). Thus,

Q- Z Adyoodr Oty ) | <Qr Z Spr,dri) | =Cos

(dl ~~~~~ drak)ETT+1,n (dl ~~~~~ dryk)ETr+l,n

where I'(1—7")=1—7. Clearly, 7/=1—(1—7)/I". Thus,
P(erps1 < | F) >7(1— Qi)

Moreover,

(n—r)! _ (r+1)0
Qn+1Srm'(‘TT+1,n+1|_|TT+Ln|>_ n+1 :

Thus, the result for the one-sided interval is proved. The result for the two-sided interval can be

proved similarly by Lemma with 7y =1—7,75 =7 and by noting that the smallest possible value

for Q_ (Z(dl ..... dr,k)eTrﬂ,nAdl 77777 dyeOf(dy . dr,k)> is achieved when Ay, 4. =T(n—7r)!/(n+1)! for
the smallest values of f(dj,...,d, k), and hence

M
QT Z Adl _____ dr,k'(sf(dl ..... dy k) ZQI_T, Z §f(d1 ..... dr,k) =€, .

(dl ----- dryk)er]rr#»l,n (dl ~~~~~ drak)eTr+1,n

O

R.2. Algorithm for evaluating worst-case-upper-dominance. We provide an algorithm
that computes é,(I") with a single 7 in O(rn"*logn) time and computes e, (T") for all 7€ (0,1)
in O(rn"ogn+n""?) time. First, sort the elements in {f(dy,....dr11): (d1yoesdri1) ETrp1 0} as

foy <l << firaa:

where
fiy=fd9), d9= (dgj),...,d,(fgl) €T 110
Let @ €{0,1}" with
o =1(d%), =),

Further define the cumulative sum of ¢)V) as

J
y) — Z¢(€)_
/=1
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Let w=(w(S1),..w(S))" and 1,=(1,1,...1)". By (7), for each j,
—r—1) w0
. >—M,w<:> (n r .
f(])—eT (n_l)' len —T
Therefore,
Ty () —1)!
M oWt (n—1)!
=fyo, where J* —mm{j. o1, _T(n—r—l)! .
By definition, the set of w generated by all we W(T') is [[~1,T]". Thus,
Ty () —1)!
Y R . w' v (n—1)!
e, (I)=frm), where JT(F)—mm{j.we[rFm:lr}F]n N _T(n—r—l)! . (R.2)
Via some algebra, we can further simplify the expression of eM(T").
Theorem R.2. Let \Il be the average of the k-smallest coordinates of U9 and
@@_j
(I')==+min
@;(T) nokeN 14 iy 1)
Then Q;(T') is strictly increasing in both j and I'. Moreover, e¥(I')= f(;,ry), where
. n! (n—1)!
J-()= > QM) >r——
() mm{j_T(n—r—l)! Qs )_T(n—r—l)!}
Proof. First, we prove that
wl ) wT )
i = i R.3
el WL, wefhe uT, 3

Let gj(w) =w?W0) /wT1

thus the minimum can be achieved. Let

w9 (T) argmin

- Then g; is continuous and bounded on the closed set [['™',I']" and

meﬂwz L), Jw; =T}

wig; (w)=min,, ¢ p—1 pngi (W) ;=1

Suppose there exists i € A such that w (D) e

g;(wisw—i) = w;+ lT LW

where \I/(_j?

) and w_; are the leave-i-th-entry subvectors of W)

(I-1T). Then

L)
¢ + wz-—|—1T_1w_Z~ ’

and w. Clearly, g; is a monotone

function of w; for any given w_;. Since w'(T) is a minimizer and ng )(F) e (1T, we must
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have \IJ(_ngw,i—\Ifgj)-lT qw_;=0. Define w"(T") with

()=, @Y (r)=wY)(I).

1 —1

Then

g;(@V(I))=g;(w(I))= min g;(w),
we[l—1L T

while

me{|w -1, ]w } me{\w]) —TI, |w ( )— F*1|}.

This contradicts the definition of w")(I"), so w@(I") € {T'~',T'}", which completes the proof of (R.3)).
For any we {1 T'}" with |{i:w; =T}|=Fk, the Fréchet-Hoeffding inequality implies that T"’s
are allocated to the k smallest entries of U©). Thus,

W) _ TRUV 4T (70 — gy
min —— = 1min
we{l-1 1} wll,  keNU{0} Fk+T Y (n—k)

By definition, 15\11? )= j. Then for each k, the above expression can be simplified as
PEUY + 01120 k0Y) TRl 01 (kT
k+T-1(n—k) - Tk+T(n—k)
o _ G) g
_ (F_P—l)k\lllgj)+r—1j _ l (F—F )k(\l}kj —%)

T—-T-YHk+T-'n  n (D[ YHk+I-In
i, -

n

no 14 gy '

The above expression is j/n for both k=n and k=0, so we can remove 0 from the minimum,

and thus
wl )

min =
we[l-1,r» w'l,

=Q;(I).

By (R.2),

M) =mindj:0,(r) 27 2

Finally, we can restrict to j>7n!/(n—r—1)! because Q;(I') §% by taking k=mn. O

Since @);(T") is increasing in j, J-(I') can be found via binary search with iteration complexity
O(logn™) = O(rlogn). Each iteration costs at most O(n) operations to sort the entries of

13



W) based on the ordered version of WU~1 since there is only entry updated, and O(n) addi-
tional operations to compute Q);(I"). Thus, the overall computational overhead after obtaining
(fays - f(Trsrnp) 18 just O(rnlogn), which is much smaller than the cost of sorting f-values
O(n"logn™)=0(rn"logn).

In some cases, we want to compute eM(I") for all 7€[0,1] at once. The following result links
eM(I") to an induced distribution on the f’s.

T

Corollary R.1. For any I'>1, let ur be a weighted measure with

ITrt1,n o
Hr= z:; (H(Tl)ll)!(@j(F)_le(F))'éfo)’

where Qo(I')=0. Then eM(T") is the T-th quantile of jur.

Since the ordering takes O(rn""logn) time and computing each Q;(I") takes O(n) time, the

total computational cost to compute eM(T') for all 7€[0,1] is O(rn"ogn+n"t?).

R.3. Algorithm for evaluating everywhere dominance. Let f;; and f(; 2 be the j-th
largest transfer errors for method 1 and 2, respectively. Similarly, the count vectors for two methods
are denoted by WU and U2, Then method 1 does NOT everywhere-upper-dominate method
2 at the 7-th quantile if and only if there exists j1,j2 €{1,...,| Ty 41|} and W €[0,00)" such that

(n—r—1) wTPlr=11 (n—r—1)! w"Pl2)2

fona> fi2)2s (n—1)! wTl, T= (n—1)! w1, (R4)

Above U1 =(0,0,...,0)T.
To avoid pairwise comparisons, which incur O(n?" 1)) computation, we can check (R.4) by

only focusing on j; =m(j),jo=7 where

m(j)=min{j’: fi1> fij).2}-

It is easy to see that (R.4) holds for some pair (j1,j2) €{1,...,| Ty11,|}* if and only if it holds for
(m(4),j) for some je€{1....,|T,41,|}. For any given j, (R.4) reduces to

(n—r—1)! wTPmu)-11 (n—r—1)! w"Pu)?2
<7<
(n—1)! w’l, - (-1 wf1,’

14
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This is equivalent to solving the following linear fractional programming problem and then checking
if the objective is below 7:

wlal) wTbd)
rnian—ln, s.t., wT—lnzT’ we[0,00)",
where
NORITCIO R Gttt LT RO Y Gt
n—1)! (n—1)!

We can apply the Charnes-Cooper transformation (Charnes and Cooper;, 1962) by introducing

v=w/w’1, to transform it into a linear programming problem:
minv’a",  s.t.070Y >71071, =1,v€[0,00)". (R.5)

Solving these O(n"™!) LP problems can be accelerated by the following two observations:
(1) Using the same argument as in the last step of the proof of Theorem we can restrict

n!

SO L
J _T(n—r—l)!

(2) When o) > for every i€ N, then the objective of (RJ) can never be below 7.

APPENDIX S. SUPPLEMENTARY MATERIAL FOR SECTION [l

S.1. Description of data. We briefly describe the individual samples in our meta-data. There

are 44 domains in total.

TABLE 4
Source of Data # Obs # Subj # Lottery Country Gains Only
Abdellaoui et al.| (2015 801 89 3 France Y
Fan et al.| (2019 4750 125 19 US Y
Bouchouicha and Vieider| (2017 3162 94 66 UK N
Sutter et al.| (2013 661 661 4 Austria Y
Etchart-Vincent and 'Haridon (2011 3036 46 20 France N
Fehr-Duda et al.| (2010 8560 153 56 China N
Lefebvre et al.| (2010 72 72 2 France Y
Halevy| (2007 366 122 2 Canada Y
Anderhub et al{ (2001 183 61 1 Israel Y
Murad et al.| (2016 2131 86 25 UK Y
Dean and Ortoleval (2019 1032 179 3 US Y
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Bernheim and Sprenger| (2020 1071 153 7 US Y
Bruhin et al.| (2010 8906 179 50 Switzerland N
Bruhin et al.| (2010 4669 118 40 Switzerland N
I"'Haridon and Vieider| (2019 1708 61 28 Australia N
I’'Haridon and Vieider| (2019 2548 95 28 Belgium N
I'Haridon and Vieider| (2019 2350 84 28 Brazil N
I'Haridon and Vieider| (2019 2240 80 28 Cambodia N
I'Haridon and Vieider| (2019 2687 96 28 Chile N
I'Haridon and Vieider| (2019 5711 204 28 China N
I'Haridon and Vieider| (2019 3072 128 24 Colombia N
I'Haridon and Vieider| (2019 2968 106 28 Costa Rica N
I’'Haridon and Vieider| (2019 2770 99 28 Czech Republic N
I’'Haridon and Vieider| (2019 3906 140 28 Ethiopia N
I'Haridon and Vieider| (2019 2604 93 28 France N
I'Haridon and Vieider| (2019 3639 130 28 Germany N
I'Haridon and Vieider| (2019 2352 84 28 Guatemala N
I'Haridon and Vieider| (2019 2492 89 28 India N
I’'Haridon and Vieider| (2019 2352 84 28 Japan N
I'Haridon and Vieider| (2019 2716 97 28 Kyrgyzstan N
I'Haridon and Vieider| (2019 1791 64 28 Malaysia N
I"'Haridon and Vieider| (2019 3360 120 28 Nicaragua N
I"'Haridon and Vieider| (2019 5638 202 28 Nigeria N
I'Haridon and Vieider| (2019 2660 95 28 Peru N
I'Haridon and Vieider| (2019 2491 89 28 Poland N
I'Haridon and Vieider| (2019 1959 70 28 Russia N
I"'Haridon and Vieider| (2019 1819 65 28 Saudi Arabia N
I'Haridon and Vieider| (2019 1988 71 28 South Africa N
I’'Haridon and Vieider| (2019 2240 80 28 Spain N
I"'Haridon and Vieider| (2019 2212 79 28 Thailand N
I'Haridon and Vieider| (2019 2070 74 28 Tunisia N
I'Haridon and Vieider| (2019 2240 80 28 UK N
I'Haridon and Vieider| (2019 2701 97 28 Us N
I'Haridon and Vieider| (2019 2436 87 28 Vietnam N

S.2. Papers as domains. We now consider an alternative definition of domains, with each of the
14 papers representing a different domain. This changes the content of the i.i.d. assumption imposed
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FIGURE 10. 78% (n=14, 7=0.95) forecast intervals for each of the three measures, treating each
paper as a separate domain.

in Section [3] where we now assume that samples are i.i.d. across papers, but may be dependent

across subject pools within the same paper. We repeat our main analysis and report 78% two-sided

forecast intervals in Figure[10, These intervals are qualitatively similar to those reported in Figure

S.3. Supplementary tables and figures for main analysis. Table || reports the forecast

intervals that are depicted in Figure [
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Model Raw Transfer Error Transfer Shortfall Transfer Deterioration
CPT variants

v [2.50,15.83] [1.03,2.54] [1.00,1.47]

a8 [2.56,16.13] [1.04,2.35] [1.00,1.30]

5oy [2.48,17.19] [1.02,2.47] [1.00,1.53]

.8,y [2.47,15.91] [1.02,2.60] [1.00,1.85]

,8,0,7 [2.46,15.99] [1.02,2.62] [1.00,1.82]
EU models

EU [2.56,16.41] [1.04,2.14] [1.00,1.30]
ML algorithms

Random Forest [2.71,31.39] [1.02,6.42] [1.02,6.42]

Kernel Regression 2.75,33.62] [1.02,5.33] [1.01,5.29]

TABLE 5. 86% (n=44, 7=0.95) forecast intervals

S.4. Alternative forecast intervals. In this section, we report alternative forecast intervals for
our three measures. Table |§I constructs 96% two-sided forecast intervals (setting 7= 1)@ and
Table [7| reports 91% one-sided forecast intervals (setting 7=0.95). All of the forecast intervals

are qualitatively similar to the 86% two-sided forecast intervals reported in the main text.

Model Raw Transfer Error Transfer Shortfall Transfer Deterioration
CPT main variants
v [0.81,23104.96] [1.01,7.31] [1.00,7.22]
o, [0.71,19999.41] [1.00,5.28] [1.00,5.27]
0,7y [0.71,23052.76] [1.00,7.25] [1.00,7.18]
a,B,y [0.71,28122.26] [1.00,5.65] [1.00,5.60]
a,3,0,y [0.71,27959.10] [1.00,6.01] [1.00,5.95]
EU models
EU [0.72,22787.99] [1.00,4.44] [1.00,1.75]
ML algorithms
Random Forest [0.96,42520.49] [1.01,33.17] [1.01,33.17]
Kernel Regression [1.01,42519.23] [1.01,6.835] [1.00,6.79

TABLE 6. 96% (n=44, T=1) two-sided forecast intervals

Finally, Figure [11] plots the 7-th percentile of the pooled transfer errors as 7 varies. The figure

shows that the qualitative conclusions we have drawn about the relative performance of black boxes

26The lower bounds of these intervals are the minimum transfer error (among the pooled transfer errors) and the
upper bounds are the maximum transfer error.
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Model Raw Transfer Error Transfer Shortfall Transfer Deterioration

CPT main variants

5 [0,15.83] [1,2.54] [1,1.47]

a8 [0,16.13) [1,2.35] [1,1.30]

5y [0,17.19] [1,2.47] [1,1.53]

By 10,15.91] [1,2.60] [1,1.85)

,B.6,7 [0,15.99] [1,2.62] [1,1.82]
EU models

EU [0,16.41] [1,2.14] [1,1.30]
ML algorithms

Random Forest [0,31.39] [1,6.42] [1,6.42]

Kernel Regression [0,33.62] [1,5.33] [1,5.29]

TABLE 7. 91% (n=44, 7=0.95) one-sided forecast intervals

and economic models are not specific to any choice of 7 In fact, in Panels (a) and (c), the black
box curves lie everywhere above the CPT and EU curves, so both the lower and upper bounds of

the black boxes’ forecast intervals are higher than those of the economic models for every choice of 7.

S.5. Forecast intervals for the ratio of raw CPT and RF transfer errors. Let e74 be
the ratio of the raw random forest transfer error to the raw CPT transfer error (i.e., using the
specification in ), henceforth the transfer error ratio.

Panel (a) of Figure (12| reports 86% two-sided forecast intervals for the raw transfer error ratio
for each CPT specification. The lower bound for each CPT model is approximately 0.9, while
the upper bound is as large as 4.5. Panel (b) of the figure is a histogram of raw transfer error
ratios for the 4-parameter CPT model when the training domains 7 and the target domains d
are drawn uniformly at random from the set of domains in the meta-data. This distribution has a
large cluster of ratios around 1 (i.e., raw CPT transfer errors are similar to the raw random forest
errors) and a long right tail of ratios achieving a max value of 32.8 (i.e., the random forest error
can be up to 32 times as large as the CPT error). The cumulative distribution function of ey 4,
reported in Panel (c¢) of Figure |12, shows that the random forest algorithm outperforms CPT in
approximately 35% of (7 ,d) pairs, although CPT rarely has a much worse raw transfer error than

the random forest and is sometimes much better.

2o improve readability, we remove extreme numbers by truncating 7€ [5,95], and show results only for the a5y
specification of the CPT model.
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FIGURE 11. Error percentiles from 5 to 95 (truncated for readability).

S.6. Alternative Choice of r. Here we consider an alternative choice for the number of training

domains, setting =3 instead of r=1. This corresponds to randomly choosing 3 of the 44 domains

to be the training domains, finding the best prediction rule for this pooled data, and using the

estimated prediction rule to predict the remaining 41 samples. For this analysis we use domain cross-

validation to select tuning parameters for the black box algorithms, as described in Example [10]

Figure [13] is the analog of Figure [dl Again we choose 7 = 0.95, thus constructing forecast

intervals whose lower bounds are the 5% percentile of pooled transfer errors, and whose upper

bounds are the 95% percentile of pooled transfer errors. Applying Proposition [1| these are 82%

forecast intervals. The most notable change is that the random forest forecast interval shrinks

considerably, which suggests that the raw transfer error of the random forest algorithm becomes
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FIGURE 12. Forecast intervals, density, and cdf for the ratio of the raw random forest transfer
error to the raw CPT transfer error.

less variable when it is trained on more domains. Otherwise, all of the qualitative statements in
the main text for r=1 continue to hold. In particular, as with =1, we find that the forecast
intervals for all three of our measures have higher lower and upper bounds for the black box

algorithms than for the CPT specifications.

S.7. Supplementary Material to Section 4.5, Here we consider an alternative choice of for
the number of training samples, setting r=3 and =5 instead r=1. Recalling that each sample
includes the observations associated with a unique lottery, this corresponds to randomly choosing
three (or five) of the 24 lotteries for training, finding the best prediction rule for this pooled
data, and using the estimated prediction rule to predict certainty equivalents for the remaining
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FIGURE 13. 82% (n=44, 7 =10.95) forecast intervals for (a) raw transfer error, (b) transfer
shortfall, and (c) transfer deterioration, with the choice of r=3.

21 (or 19) lotteries. We use domain cross-validation to select tuning parameters for the black box
algorithms, as described in Example

Figure [14 and Figure [I5 are the analog of Figure [, with »=3 and =5 respectively. We again
choose 7=0.95, thus constructing forecast intervals whose lower bounds are the 5% percentile
of pooled transfer errors, and whose upper bounds are the 95% percentile of pooed transfer errors.
Applying Proposition [I these are 76% for r=3 and 68% for r=5 forecast intervals. The most
notable change is that the forecast intervals shrink for all of the prediction methods, which suggests
that the raw transfer error becomes less variable when it is trained on more lotteries. Otherwise,
all of the qualitative statements in the main text for =1 continue to hold, and in particular the
economic models continue to transfer better than the black box algorithms do.
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FIGURE 14. 76% (n=24, 7=0.95) forecast intervals using common lotteries in
, with the choice of r=3.

S.8. More details on worst-case dominance. Figures and |17] compare the worst case

upper bound of the forecast intervals for CPT and RF for our three transfer measures as either

~ or 7 varies. In each case the dominance relation is clear.
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